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Summary. In this chapter, we introduce the problem of registering diffusion ten-
sor magnetic resonance (DT-MR) images. The registration task for these images is
made challenging by the orientational information they contain, which is affected by
the registration transformation. This information about orientation and other as-
pects of the diffusion tensor are exploited in the development of similarity measures
with which to guide DT-MR image registration, and the current state-of-the-art is
reviewed. The chapter concludes with a discussion of some outstanding issues and
future avenues for research in diffusion tensor registration.

1 Introduction

Image registration is a process by which a geometric (and possibly signal)
transformation of an image is obtained that brings its features into align-
ment with those of a second image with similar content. Algorithms of this
type have numerous applications [1]. Relevant to diffusion tensor magnetic
resonance imaging (DT-MRI), registration can be used to spatially normal-
ize ensembles of brain images acquired from different subjects, thus enabling
accurate mapping of characteristics of the DT, such as diffusion anisotropy,
within the brain in order to assist clinical studies into the variation of mea-
surements derived from the DT over normal and patient population groups.
Development of multi-modality atlases for surgical planning and teaching is
another valuable application.

The next section introduces the special characteristics of DT-MRI data,
the general problem of image registration and some particular challenges when
specializing to diffusion tensor registration. The first of these challenges, warp-
ing of DT images, is discussed in section 3. The second challenge, that of
developing appropriate similarity measures with which to drive DT-MRI reg-
istration, is considered within the context of a brief literature review in sec-
tion 4. We conclude in section 5 with a summary of the state-of-the-art and
some future avenues for research in diffusion tensor registration.
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2 Background

2.1 Diffusion MRI

Diffusion-tensor MRI [2] determines the apparent diffusion tensor of water
molecules in each voxel of an MRI volume. The method assumes that water
molecules move according to a simple anisotropic diffusion process so that the
distribution p of displacements x over a fixed time t is a zero-mean Gaussian
with covariance 2tD, where D is the diffusion tensor. The apparent diffusion
tensor is the best fit D to a set of diffusion-weighted MRI measurements; see
Chapter 5 by Alexander.

The Gaussian function has ellisoidal contours. The lengths of the major
axes of the ellipsoidal contours are in the same proportions as the square roots
of the eigenvalues λ1 ≥ λ2 ≥ λ3 of D. The eigenvectors e1, e2 and e3, where
ei has eigenvalue λi, of D are the directions of the major axes of the ellipsoid.
The eigenvalues provide simple scalar indices of the size and shape of p. The
trace of the diffusion tensor Tr(D) =

∑

3

i=1
λi is proportional to the mean

squared displacement of water molecules. The fractional anisotropy ν (see [3]
and Chapter 5) is the normalized standard deviation of the λi and indicates
the directional dependence of p.

Biological tissue contains microstructural barriers, such as cell walls and
membranes, to the movement of water molecules. The barriers are sparser in
fluid-filled regions, such as the ventricles in the brain, than in dense tissue, such
as white matter and gray matter. Microstructural barriers reduce the average
length of displacements. Thus Tr(D) is lower in white-matter and gray-matter
regions than in fluid-filled regions. In gray matter, the microstructural barriers
usually have no preferred orientation and hinder water movement equally in all
directions. Thus p is isotropic in most gray-matter regions and λ1 ≈ λ2 ≈ λ3.
White matter consists of bundles of parallel axon fibers. The axon cell walls
hinder water movement perpendicular to the fibers, but not along the fiber
axis. Thus displacements are larger on average in the direction of the fibers
and p is anisotropic with a ridge in the fiber direction so that λ1 ≥ λ2 ≈ λ3

and e1 is the fiber direction.
A well documented drawback of DT-MRI is that it provides only a single

fiber-orientation estimate in each voxel and fails at fiber crossings. At fiber
crossings, tissue microstructure has multiple dominant fiber orientations and
p has ridges in each. When the microstructure contains two orthogonal and
equally weighted dominant fiber orientations, p has two orthogonal ridges with
equal size. The best-fit Gaussian model then has disc-shaped contours and
λ1 ≈ λ2 > λ3. With three orthogonal fibers, λ1 ≈ λ2 ≈ λ3 and the apparent
diffusion tensor is indistinguishable from that observed in isotropic tissue.
The literature now contains a variety of alternative reconstruction algorithms
that can extract multiple fiber directions from diffusion MRI measurements.
Chapter 10 by Ozarslan describes one such method and Chapter 5 reviews
the others.
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2.2 Image registration

Underlying every registration task is an associated optimization problem, the
solution of which optimizes a measure of similarity, φ(I(x), J(v(x)), of two
images, I, J , within the constraints of an image transformation model v.
A numerical measure of similarity is obtained by comparing the data values
at corresponding points in the two images. For single component intensity
images, the simplest approach is to use the difference in scalar intensity at
corresponding image locations. However, neighborhood measures such as the
cross correlation provide more information and generally produce better re-
sults. Many other similarity measures have been proposed, relying on particu-
lar assumptions about the data appearance, statistical relationships between
measurements or detailed anatomical information gained from medical ex-
pertise [4]. In the case of DT imagery, a comparative measure of similarity
between diffusion tensors is required to drive the registration algorithm.

The registration problem requires a nonlinear optimization regardless of
the similarity measure employed, and thus iterative methods are necessary to
solve for v. When the number of parameters that specify the unknown trans-
formation is small, it is common to code the algorithm using optimization
routines, such as conjugate gradients, from available numerical libraries [5].
Nonlinear optimization is generally more accurate when the objective func-
tion has analytic derivatives that we can implement explicitly to guide the
optimization.

In contrast to the low-dimensional methods above, techniques for highly
non-rigid or deformable registration typically involve transformation models
with orders of magnitude more degrees of freedom [6]. These transforma-
tions allow modeling and quantification of image differences that arise from
highly complex motion, development, or anatomical variability. They also en-
tail different approaches to the optimization, since φ is fundamentally under-
constrained and the solution space contains many indistinguishably good an-
swers. The standard solution to ill-posedness is Tikhonov regularization. By
constraining the energy of the solution’s derivatives through the introduction
of a stabilizing functional, ψ(v), one is restricted to a computable subspace
and provable uniqueness. This strategy is also useful in ensuring that solutions
are physically meaningful, a motivation for using continuum mechanical mod-
els in some of the non-rigid algorithms. The resulting optimization problem
may be formulated with classical variational (or control or Bayesian) the-
ory [8]: E(v) =

∫

Ω φ(v) + ψ(v)dΩ, where E is the global variational energy
to be optimized over image domain Ω.

The variational framework permits three equivalent views of the regular-
ized optimization that constitutes the non-rigid registration problem [7]. The
equation for E is the first, a global potential energy, from which the weak
equation follows that in turn leads to the Euler-Lagrange (E-L) differential
equations. The variational or weak form, as in classical elastic matching [8],
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may be used in the finite element method, while the E-L equations, including
versions of optical flow [7], are associated with finite difference techniques.

A special issue that arises in the registration of diffusion tensors and de-
tailed in the next section is the effect of image transformations on the voxel
data in a DT image. Specifically, J warped into register with I becomes
R(v)(J(v−1)), and φ must be adjusted accordingly. This transformation of
the voxel’s data as well as its location has significant implications for solution
of the corresponding diffusion tensor registration problem.

2.3 DT-MRI registration

Diffusion-tensor images contain orientational information not present in other
structural images. The motivation for using diffusion-tensor data to drive the
registration is that the orientational information potentially provides powerful
new cues for matching. Matching orientations can clamp otherwise poorly
defined transformations in homogeneous regions. To see this, we shall first
consider two new challenges that are particular to registration of diffusion-
tensor images.

The first challenge of diffusion-tensor-image registration lies in warping
a diffusion tensor image. Image transformations change the orientation of
diffusion tensors as well as their location. We must ensure that the DT ori-
entations remain consistent with the anatomy after an image transformation.
Figure 1(a) shows e1 in anisotropic voxels of an axial slice of a DT-MR image
of a healthy human brain. Figures 1(b) and (c) show the same slice after a
45◦ rotation. To generate figure 1(b), we transform the image in the stan-
dard way. The rotation of the image is R and we copy the value in voxel
x of the transformed image directly from R−1(x) in the untransformed im-
age. However, because of the image rotation, e1 no longer points along the
white-matter fibers. To maintain consistency between the diffusion-tensor ori-
entations and the fibers in the image, the diffusion tensors must undergo the
same rotation as the image, as in figure 1(c). In figure 1(c), the value in voxel
x is RT

DR, where D is the value at R−1(x) in the untransformed image. More
complex image transformations affect the image orientation differently at dif-
ferent points. The reorientation of the diffusion tensors must depend on the
local reorientation of the image. Note that an additional challenge in warp-
ing diffusion-tensor images lies in interpolation strategies for this data. Here,
we shall use linear interpolation of the tensor elements, but Chapter 17 by
Moakher and Batchelor discusses a more principled approach.

The second challenge lies in finding similarity measures to drive the reg-
istration process. We need similarity measures for diffusion-tensor data. The
diffusion tensor within a tissue is independent of the measurement process.
Errors in the apparent diffusion tensor measured using DT-MRI may depend
to some extent on the scanner and the parameters of the imaging sequence.
However, these differences should be minor compared to differences in the
apparent diffusion tensor in different kinds of brain tissue. Furthermore, most
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(a) (b)

(c) (d)

Fig. 1. Diffusion tensor reorientation. Panel (a) shows e1 in anisotropic regions
of an axial slice of a DT-MR image of a healthy human brain. Panel (b) shows the
same slice after a 45◦ rotation about the z-axis with no reorientation of the apparent
diffusion tensors. Panel (c) shows the slice after the same rotation, but with each
tensor transformed by the same rotation. Panel (d) shows the slice after an affine
transformation with PPD reorientation (see section 3). The regions of interest in
panels (a) and (d) show part of the corpus callosum.
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often we register images acquired from the same scanner using the same imag-
ing sequence. Thus, direct comparisons, such as the least-squares difference,
should produce better results than information-theoretic statistics, such as
the mutual information [4], which are designed to match images with signifi-
cantly different values in corresponding regions. To exploit the information in
DT-MRI fully, we need similarity measures that are sensitive to all aspects of
the diffusion tensor including the size, shape and orientation.

Matching orientations, instead of or as well as intensity values, reduces the
number of plausible transformations between two images. Consider the image
in figure 2(a). Clearly the identity transformation transforms figure 2(a) to
itself. However, since the foreground and background regions of figure 2(a) are
homogeneous, many other transformations also transform figure 2(a) to itself,
such as the transformation in figure 2(b). Now consider a similar image with
homogeneous regions of directions (or tensors) as in figure 2(c). The identity
transformation retains the homogeneity of the foreground and background
regions of figure 2(c). However, the transformation in figure 2(b) causes local
changes in the image orientation. With a warping algorithm that updates the
orientation of the diffusion tensors to reflect changes in image orientation, we
obtain the result in figure 2(d). A major motivation for using diffusion-tensor
data to drive registration algorithms is that we can avoid spurious kinks and
whorls in homogeneous regions by searching for transformations that match
orientations in these regions.

3 Warping DT-MRIs

Alexander et al [9] outline simple “reorientation strategies” to determine the
effect of an image transformation on the diffusion tensor in each voxel. They
show how to reorient diffusion tensors under an affine transformation of the
image. The reorientation strategies extend easily to more flexible transfor-
mation groups by using the Jacobian of the transformation at each voxel
as a local affine model. With the local affine model, the same reorientation
strategies derived for global affine transformations provide the diffusion tensor
transformation to accompany any image transformation.

Alexander et al make the fundamental assumption that image transfor-
mations affect only the orientation (eigenvectors) of the diffusion tensor. The
shape (eigenvalues) of the diffusion tensor remains unchanged. They argue
that the apparent diffusion tensor is a property of the tissue microstructure
and independent of the shape or extent of the tissue region within the image.
For example, tissue in the corpus callosum has a particular density of axon
fibers. We expect that the density of fibers in two different sized and different
shaped corpus callosa is approximately equal and, thus, the apparent diffusion
tensors within the two corpus callosa have approximately the same shape. If
we double the size of the corpus callosum region in an image, we do not double
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(a) (b)

(c) (d)

Fig. 2. Illustrates the need for orientation matching on two example images, one
scalar image, panel (a), and one vector image, panel (c). The scalar image in panel
(a) does not change under the transformation in panel (b). The vector image in
panel (c) is homogeneous in the same regions as the scalar image in (a). Panel (d)
shows the image in (c) after the transformation in (b). The transformation changes
the vector image, but not the scalar image.

the size of the average particle displacement, but rather double the number
of barriers to water mobility so that p, and hence D, remains unchanged.

From an affine or local affine transformation, consisting of a linear trans-
formation F and a translation, reorientation strategies determine a rotation
R to update the orientation of the diffusion tensor. The first reorientation
strategy in [9], the “finite strain” reorientation strategy, uses the polar de-
composition of F . The polar decomposition separates F into a pure rotation
R and a pure deformation U , where F = UR. In finite-strain reorientation,
the pure rotation component, R = (FFT )−1/2F, reorients the diffusion tensor.

For a global affine transformation, the finite-strain reorientation strat-
egy uses the same rotation for every tensor in the image. However, the re-
quired rotation depends on the original orientation of the tensor. Consider
the schematic fibers and apparent diffusion tensors in figure 3. A horizontal
shear transforms figure 3(a) to figure 3(b). The horizontal shear does not af-
fect the orientation of the horizontal fiber, but does change the orientation of
the vertical and diagonal fibers. The reorientation of the apparent diffusion
tensors in those fibers must reflect the reorientation of the fibers themselves,
which finite-strain reorientation fails to do. The second reorientation strategy
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(a) (b)

Fig. 3. Schematic diagrams of white-matter fibers and the diffusion tensors in each
before (a) and after (b) a horizontal shear of the region.

in [9], the “preservation of principal directions” (PPD) algorithm, uses the
original orientation of the apparent diffusion tensor to select the rotation in
each voxel.

The PPD algorithm determines a rotation to match the eigenvectors of
D with their image under F . Suppose that ni = Fei/|Fei| is the normalized
image of ei under F . First, the algorithm finds a rotation R1 for which R1e1 =
n1. Then the algorithm finds the rotation R2 about n1 that maximizes n2 ·
(R2R1e2). The rotation R = R2R1 reorients the diffusion tensor. The PPD
algorithm thus maps e1, which is the local fiber-orientation estimate, directly
to Fe1, the transformed fiber-orientation estimate, and e2 as close as possible
to Fe2 in the plane perpendicular to e1.

Figure 4 compares the outputs of the reorientation strategies in [9] on a
region of a human brain image. Figure 1(a) highlights a region of the corpus
callosum containing an inverted-V-shaped fiber in the plane of the image slice.
Figure 1(d) shows the same slice after a shear along one arm of the highlighted
fiber chosen to make the other arm approximately horizontal in the image.
Figure 4(a) shows the apparent diffusion tensors in the region highlighted in
figure 1(a). Figures 4(b), (c) and (d) show the apparent diffusion tensors in the
same region after the shearing transformation, as highlighted in figure 1(d),
using no reorientation, finite-strain reorientation and PPD, respectively. With
no reorientation, the apparent diffusion tensors no longer point along the fiber
after the shear. The differences in the results from finite-strain reorientation
and PPD are minor, but the tensors in the PPD result point more consistently
along the horizontal arm of the fiber. The most noticable difference is at the
right-hand end of the fiber, where finite-strain rotates the tensors too much,
but with PPD the tensors show the correct horizontal fiber direction.

When the deformation component of the image transformation is small,
finite-strain reorientation is a good approximation to PPD. The finite-strain
method is computationally simpler than PPD, particularly for global affine
transformations where it only requires one rotation for the whole image rather
than a separate rotation in each voxel. Furthermore, the finite-strain expres-
sion for R is analytic and differentiable unlike PPD, which is algorithmic. For
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(a)

(b)

(c)

(d)

Fig. 4. Compares the results of Alexander’s reorientation strategies. Panel (a)
shows the apparent diffusion tensors in the region of interest in figure 1(a). Panels
(b), (c) and (d) show the apparent diffusion tensors in the same region after a shear
along the left-hand arm of the corpus callosum fiber in the region, as highlighted in
figure 1(d), using no reorientation, finite-strain reorientation and PPD, respectively.



10 James C Gee and Daniel C Alexander

these reasons, the finite-strain reorientation strategy is sometimes preferred
to the more accurate PPD method.

Xu et al [10] note that PPD assumes e1 is the fiber orientation. Since e1 is
only an estimate subject to measurement noise, they suggest a variation that
uses a statistical estimate of the fiber orientation from the voxel neighborhood.

Other variations on the PPD method are simple to imagine. For example,
we might compute the rotation of D that matches its eigenvectors to those of
the transformed tensor FT

DF . The problem of associating the eigenvectors
of D and FT

DF can become significant for large deformations, but solutions
are simple to devise. It is not clear whether this approach, or Xu et al’s algo-
rithm, is better or worse than PPD and the literature contains no conclusive
comparisons.

The assumption that the diffusion-tensor shape is fixed is only an ap-
proximation. The assumption breaks down in, for example, tissues containing
crossing or diverging fibers. Consider a fiber-crossing region containing equal
densities of axons in two orthogonal orientations. The apparent diffusion ten-
sor in the region is oblate with λ1 ≈ λ2. A shear along the direction of one
of the fiber orientations leaves the orientation of one fiber fixed, but changes
the orientation of the other. This reduces the angle between the two fibers
so that the apparent diffusion tensor is no longer oblate but elongated in the
direction between the two fiber orientations. In brain imaging, these effects
are usually minor so that the fixed shape assumption is reasonable.

4 Review of current DT-MRI registration literature

Alexander and Gee [11, 12] use the elastic matching algorithm of Gee et
al [8, 13] for matching DT-MR images. They propose a variety of compara-
tive statistics for diffusion tensor data. They compare the statistics as similar-
ity measures for driving the registration. The statistics they propose include
correlation of Tr(D) and ν over small image neighborhoods, direct tensor com-
parisons such as the tensor difference, ∆(D1,D2) = Tr

[

(D1 − D2)
2
]

, and the
tensor scalar product, D1 : D2 = Tr(D1D2), and principal direction compar-
isons, such as (ν1ν2)

1/2(e11 · e21), where νi is the fractional anisotropy of Di

and ei1 is the principal eigenvector of Di. They also suggest using the tensor
difference and tensor scalar product with the deviatoric tensors D̃ = D−1/3I,
where I is the identity tensor, and normalizing both ∆(D1,D2) and D1 : D2

by Tr(D1)Tr(D2). Alexander and Gee do not include tensor reorientation in
the optimization of their elastic transformation and thus do not match orien-
tations.

Curran and Alexander [14] optimize an affine transform to match DT-
MR images with no reorientation, finite-strain reorientation and PPD. On a
single example run, they recover synthetic transformations more accurately
using PPD and finite-strain reorientation than using no reorientation. In later
work [15], they highlight added difficulties in orientation matching over scalar
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image matching caused by more severe local minima in the objective function
optimized to compute the registration.

Ruiz-Alzola et al [17] formally generalize the standard scalar measures of
similarity, such as sum of squared differences and correlation, for application
to tensor data, and develop a novel tensor measure of “cornerness” [?, ?]
to identify candidates with highly distinguishing features for robust tem-
plate matching—registration performance is further improved by implement-
ing a multi-resolution optimization strategy. The resultant sparse correspon-
dences are interpolated over the entire image domain using a newly introduced
Kriging estimator, and finite-strain reorientation is performed subsequent to
matching. The method should run faster than those that implement global
optimization, its speed gained from the uncoupling of the correspondence cal-
culation and displacement interpolation procedures, each of which can then
be optimized separately for efficient implementation.

Guimond et al [18] take note of the computational complexity introduced
by tensor reorientation and adapt their multi-channel version of the demons
deformable registration algorithm to use the set of rigid-invariant tensor eigen-
values along with the T2-weighted intensity as the features with which image
similarity is determined. They show that this orientation independent ap-
proach qualitatively compares in performance with an implementation of full-
tensor (plus T2-weighted intensity) registration with finite-strain reorientation
and outperforms scalar registration using only the T2-weighted information.
In preliminary studies, an order of magnitude speedup is obtained by match-
ing rigid-invariant tensor features over that using the full tensor, with both
operating in multi-resolution fashion.

In one of the most comprehensive studies in the field to date, Park et al [19]
further examined Guimond’s multi-channel method and find instead that the
use of all tensor components together with PPD reorientation yields the most
reliable registration results, particularly, for atlas construction. Their study
introduces task-specific evaluation measures based on alignment of extracted
fiber bundles from the registered data. The comparison included registration
of real and synthetic DT imagery based on: T2-weighted intensity alone; frac-
tional anisotropy alone; difference of the first and second tensor eigenvalues;
fractional anisotropy together with trace of the tensor; all three tensor eigen-
values; and the 6 independent tensor components. The newly proposed per-
formance indices characterize the alignment along the length of corresponding
fiber bundles in the registered data as well as the disparity between their end-
points. By examining the correspondence of reconstructed fiber bundles, er-
rors in both gross anatomic and voxelwise tensor alignment can be effectively
detected. These task-specific measures were complemented with additional
voxel-based indices of tensor overlap and alignment.

Rohde et al [20] similarly construct vectors of DT-derived indices or fea-
tures, I = {Ii(x)}, at each image voxel x, whose similarity is evaluated with
the multivariate version of mutual information for normally distributed data.
This multi-channel measure is shown to approximate the linear correlation co-
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efficient between the same features of two images, I, J , and additionally takes
into account the correlation between the images’ non-corresponding features
{Ii, Jj}, where i 6= j. Rohde et al incorporate the measure into an existing
non-rigid registration algorithm that iteratively refines an adaptive radial-
basis representation of the transformation solution. Finite-strain reorientation
of the warped diffusion tensors is applied, but only after the initial affine align-
ment and as a postprocessing step of the non-rigid method. The simultaneous
use of multiple indices, particularly those encoding directional information, is
shown to be advantageous in experiments over real and simulated data [21].

Verma and Davatzikos [22] in preliminary work also propose a multi-
channel characterization of the DT-MRI data at a voxel to facilitate cor-
respondence detection, where the features are obtained by applying a novel
Gabor filter bank with different scales and frequencies that are all oriented
along the dominant direction of the tensors in a neighborhood about the voxel.

Duda et al [16] propose a similarity measure φ for non-rigid registration
with two terms, the first comparing tensor eigenvalues to quantify shape dif-
ferences between diffusion ellipsoids and the second, a novel region-based mea-
sure for orientation matching. Specifically, the relative pattern of pairwise ori-
entation differences between the voxel of interest located at x and every voxel
within a neighborhood centered at x is proposed as a more robust and accu-
rate replacement of the usual voxelwise comparison of orientation information,
either at a voxel or over a region (see figure 5). The similarity optimization is
regularized, and its solution obtained by iteratively linearizing via first order
Taylor series expansion of E. Preliminary results indicate the new orientation
measure may reduce the number of local minima typically observed in tensor
registration.

Zhang et al [23] match general apparent diffusion coefficient (ADC) profiles
rather than diffusion tensors. The ADC profile, defined in [24] and Chapter 5,
is the value of the ADC in each direction and is thus a function of the sphere.
When p is Gaussian, the ADC in direction x̂ is proportional to x̂T

Dx̂. At
fiber crossings, the ADC profile can depart significantly from this model [24].
The naturally induced L2 distance between positive-valued spherical functions
is specialized to the case of diffusion tensors, which differs from ∆ by an
additional term that effectively accounts for differences in mean diffusitivity
and in practice appears to afford more robust registration performance over
small regions. Zhang et al couple this statistic with a non-standard affine
parameterization that allows an analytic formulation of the finite strain-based
reorientation of tensors adopted in their work. Preliminary results are shown
demonstrating the piecewise affine extension to high dimensional non-rigid
registration of DT-MRI data.
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Fig. 5. Matching diffusion orientation patterns in Duda et al. (Left) A neighbor-
hood of interest. The number shown in each square/voxel is the angle difference
between the principal eigenvector of the tensor located at the voxel and that of the
tensor at the center voxel. (Middle) The neighborhood of interest (in dashed out-
line) is overlain onto two different regions of a larger neighborhood (image strip).
The voxelwise orientation difference is much larger for the lower region. (Right) The
orientation patterns are shown for the same two regions. Note that the orientation
pattern in the lower region is the same as in the original neighborhood of interest,
while the pattern in the upper region is different. The orientation pattern measure
would match the original neighborhood with the lower region, whereas a voxelwise
measure of orientation would match to the upper region.

5 Discussion

The development of DT-MRI registration is at a relatively early stage, as
evidenced by the small number of available methods and the paucity of com-
prehensive performance evaluation studies. Intense interest in clinical and re-
search application of DT-MRI, however, is sure to dramatically accelerate
further innovation in the field. Current approaches have mostly examined
general or diffusion-tensor-specific features and their optimal combination in
multi-valued measures of similarity. Awareness of the unique requirement for
tensor reorientation during DTI warping has not, however, translated to rou-
tine integration within algorithms because of the computational challenges
presented by existing reorientation strategies.

Furthermore, although the idea is seductive, the registration and diffu-
sion MRI communities are yet to demonstrate improvements to registration
from orientation matching. Park et al show only that the information in the
off-diagonal tensor components improves matching over using just the ten-
sor eigenvalues, but do not show explicitly that the improvement comes from
orientation matching. Curran and Alexander and Zhang et al show improve-
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ments from orientation matching only in simulation or on very limited sets
of examples. It seems likely that we can expect only minor improvements
from orientation matching with low dimensional transformations. Reports of
authors in the field support this supposition. The true power of orientation
matching will come from harnessing the flexibility of high dimensional trans-
formations. These are also the most difficult to validate, but progress in per-
formance evaluation is required before results can be transferred to the clinical
workplace.

There are various other avenues for research. Batchelor et al [25] outline a
framework for diffusion tensor analysis using Riemannian geometry that takes
into account the positive definiteness of true diffusion tensors. They use the
framework to define a distance between diffusion tensors, which could be used
as a similarity measure for registration. Related work can be found in [26].

If Curran’s initial findings about the increased local minima in tensor reg-
istration objective functions over scalar registration prove to be a general
feature of the problem, we may require more sophisticated optimization algo-
rithms to get the best out of DT-MRI data for registration.

An obvious extension of current work on DT-MRI registration is to use the
extra information in the output of the multiple-fiber reconstructions, such as
those described in Chapters 5 and 10. However, we still require considerable
research to optimize registration methods for DT-MRI and confine, for now,
registration of multiple-fiber reconstructions to future work.
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