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Abstract 
Natural systems provide unique examples of computation in a form very different from contemporary 
computer architectures. Biology also demonstrates capabilities such as adaptation, self-repair and self-
organisation that are becoming increasingly desirable for our technology. To address these issues a 
computer model and architecture with natural characteristics is presented. Systemic computation is Turing 
Complete; it is designed to support biological algorithms such as neural networks, evolutionary algorithms 
and models of development, and shares the desirable capabilities of biology not found in conventional 
architectures. In this chapter we describe the first platform implementing such computation, including 
programming language, compiler and virtual machine. We first demonstrate that systemic computing is 
crash-proof and can recover from severe damage. We then illustrate various benefits of systemic 
computing through several implementations of bio-inspired algorithms: a self-adaptive genetic algorithm, 
a bio-inspired model of artificial neural networks, and finally we create an "artificial organism" - a 
program with metabolism that eats data, expels waste, clusters cells based on data inputs and emits danger 
signals for a potential artificial immune system. Research on systemic computation is still ongoing, but the 
research presented in this chapter shows that computers that process information according to this bio-
inspired paradigm have many of the features of natural systems that we desire. 
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Introduction 
 
Does a biological brain compute? Can a real ant colony solve a travelling salesman problem? Does a 
human immune system do anomaly detection? Can natural evolution optimise chunks of DNA in order to 
make an organism better suited to its environment? 
 
The intuitive answer to these questions is increasingly: we think so. Indeed, researchers are so impressed 
by the capabilities of nature that biological systems have become highly significant to computer science as 
examples of highly complex self-organising systems that perform tasks in parallel with no centralised 
method of control and show homeostatic behaviour. For example, in nature, old and potentially damaged 
cells are constantly being replaced and DNA repaired (Darnell 1990). The lifespan of cells is shorter than 
the life of an organism, so fault-tolerance and self-maintenance are essential for the survival of the 
organism. The failure of some components does not destroy the overall organism; cell death is an 
important part of staying alive. 
 
Features such as self-organisation, fault-tolerance or self-repair, found in natural computation, would be of 
great interest for our technologies. Today, software regularly crashes, top of the line robots break down on 
the wrong kind of ground, power distribution networks fail under unforeseen circumstances (Bentley 
2005b). With the increasing performance, potential and complexity in machines and software, it has 
become increasingly difficult to ensure reliability in systems. 
 



But how can useful biological features be achieved in computers? While the theory of computation is well 
understood through the concept of the Universal Turing Machine (UTM) (Turing 1936), practical issues of 
architecture remain problematical for computer science and computer-based technologies. The apparent 
dichotomy between systems of “natural computation” such as the brain, and computer systems based on 
classical designs shows that even though the two systems of computation might be mathematically 
equivalent at a certain level of abstraction, they are practically so dissimilar that they become 
incompatible. 
 
We can state that natural computation is stochastic, asynchronous, parallel, homeostatic, continuous, 
robust, fault tolerant, autonomous, open-ended, distributed, approximate, embodied, has circular causality, 
and is complex. The traditional von Neumann architecture is deterministic, synchronous, serial, 
heterostatic, batch, brittle, fault intolerant, human-reliant, limited, centralised, precise, isolated, uses linear 
causality and is simple. The incompatibilities are clear. 
 
Just as the development of Prolog enabled elegant and precise implementations of logical expressions, so 
the development of a paradigm where systems could be defined in a manner that resembles their true 
structures would improve our ability to implement bio-inspired systems.  
 
To address these issues, Bentley (2007) introduced Systemic Computation (SC), a new model of  
computation and corresponding computer architecture based on a systemics world-view and supplemented 
by the incorporation of natural characteristics (listed above). Such characteristics are not natively present 
in current conventional paradigms and models of natural processes that run on conventional computers 
must simulate these features. This often leads to slower and less straightforward implementations 
compared to analytical or linear algorithms for which computers are well suited. Also in contrast, systemic 
computation stresses the importance of structure and interaction, supplementing traditional reductionist 
analysis with the recognition that circular causality, embodiment in environments and emergence of 
hierarchical organisations all play vital roles in natural systems. 
 
In this chapter we present the first platform implementing systemic computation, including programming 
language, compiler and virtual machine. Using this platform we first show by implementing a genetic 
algorithm how systemic computing enables fault-tolerance and easily integrated self-repair, fundamental 
properties of natural computing and highly desirable features in modern computational systems. Then, to 
demonstrate further benefits of SC programming, we provide several implementations of bio-inspired 
algorithms: genetic algorithms, artificial neural networks and artificial immune systems. These illustrate 
how SC enables ease, clarity and fidelity in the modelling of bio-inspired systems, but also respectively 
illustrate advanced and desirable features provided natively by SC. 
 
Reusing the genetic algorithm, we show how self-adaptation can be added with the minimum of additional 
code. We then present an artificial neural network model, designed to exploit local knowledge and 
asynchronous computation, significant natural properties of biological neural networks and naturally 
handled by SC. Exploiting these built-in properties, which come for free, the model enables neural 
structure flexibility without reducing performance. Finally, we describe an implementation of an Artificial 
Immune System in SC, presenting an original kind of program, relying on a metabolism that can eat data, 
expel waste, and shows excellent abilities to detect anomalies in its diet. 
 
Research on systemic computation is still ongoing, but the research presented in this chapter shows that 
computers that process information according to this bio-inspired paradigm have many of the features of 
natural systems that we desire. 
 
 



Background 
 
Systemic computation (SC) is not the only model of computation to emerge from studies of biology. The 
potential of biology had been discussed in the late 1940s by Von Neumann who dedicated some of his 
final work to automata and self-replicating machines (von Neumann 1966). Cellular automata have proven 
themselves to be a valuable approach to emergent, distributed computation (Wolfram 2002). 
Generalisations such as constrained generating procedures and collision-based computing provide new 
ways to design and analyse emergent computational phenomena (Holland 1998; Adamatzky 2001). Bio-
inspired grammars and algorithms introduced notions of homeostasis (for example in artificial immune 
systems), fault-tolerance (as seen in embryonic hardware) and parallel stochastic learning, (for example in 
swarm intelligence and genetic algorithms) (Bentley 2007a; Fogel and Corne 2003).  
 
However, most researchers in this area do not concern themselves with the nature of computation. Instead 
they focus on algorithm development for traditional processors. Many algorithms or exploration 
techniques were developed over the past decades, whether inspired from evolution with genetic algorithms 
and evolutionary strategies, the human immune system with artificial immune systems, flocking and insect 
swarming with swarm intelligence, the brain with artificial neural networks, competition for survival with 
Core Wars (Dewdney 1984) and self-replication and speciation with Tierra (Ray 1990) or Avida (Ofria 
and Wilke 2004). Dedicated languages and frameworks such as Push and PushGP (Spector 2001) were 
also designed and developed to assist implementation of evolutionary algorithms. However, without 
tackling the underlying architecture, the underlying incompatibilities of conventional computation cause 
significant problems – even modern supercomputers struggle to provide sufficient flexibility and power to 
enable the desired natural characteristics. 
 
Significant research is underway to develop new computer architectures, whether distributed computing 
(or multiprocessing), computer clustering, grid computing, ubiquitous computing or speckled computing 
(Arvind and Wong 2004). Specific hardware has also been designed to integrate natural features, for 
example the POEtic project (Tempesti et al. 2002), which aimed at creating a platform organised with a 
similar hierarchy as found in biological systems, and capable of implementing systems inspired by all the 
three major axes (phylogenesis, ontogenesis, and epigenesis) of bio-inspiration in digital hardware. An 
improved version of this platform, currently under development, is known as Perplexus (Upegui et al. 
2007). The Embryonics project (Tempesti et al. 2007) is also another project that investigated such 
hardware for reliability, involving self-replicating hardware. Looking at more generic hardware, FPGAs 
and wireless sensor networks offer crucial features for distributed and parallel computation; Reaction-
diffusion Computing (Adamatzky 2002) or DNA Computing (Adleman 1994) also provide platforms able 
to host certain types of bio-inspired computation. 
 
Both inside and outside of the research laboratories, computation is increasingly becoming more parallel, 
decentralised and distributed. However, while hugely complex computational systems will be soon 
feasible and more and more technologies become available, their organisation and management is still the 
subject of research. Ubiquitous computing may enable computation anywhere, and bio-inspired models 
may enable improved capabilities such as reliability and fault-tolerance, but there has been no coherent 
architecture that combines both technologies. 
 
To unify notions of biological computation and electronic computation, (Bentley 2007a) introduced SC as 
a suggestion of necessary features for a computer architecture compatible with current processors, yet 
designed to provide native support for common characteristics of biological processes. Systemic 
computation provides an alternative approach. With SC, organisms and software programs now share a 
common definition of computation. In this chapter we show how this paradigm leads to native fault-
tolerance, easily-implemented self-maintaining programs, fidelity and clarity of modelling, and how 



program improvement can simply emerge from adding a small number of new systems to some existing 
code, in contrast to redesigning and rewriting a traditional implementation. 
 
 
Systemic Computation 
 
“Systemics” is a world-view where traditional reductionist approaches are supplemented by holistic, 
system-level analysis. Instead of relying on a notion of compartmentalising a natural system into 
components, analysing each in isolation, and then attempting to fit the pieces into a larger jigsaw, a 
systemic approach would recognise that each component may be intricately entwined with the other 
components and would attempt to analyse the interplay between components and their environment at 
many different levels of abstractions (Eriksson 1997). 
 
Systemic computation (Bentley 2007a) is a method of computation which uses the systemics world-view 
and incorporates all of the attributes of natural computation listed previously. Instead of the traditional 
centralised view of computation, here all computation is distributed. There is no separation of data and 
code, or functionality into memory, ALU, and I/O. 
 
Systemic computation stresses the importance of structure and interaction, supplementing traditional 
reductionist analysis with the recognition that circular causality, embodiment in environments and 
emergence of hierarchical organisations all play vital roles in natural systems. Systemic computation 
makes the following assertions: 

• Everything is a system. 
• Systems can be transformed but never destroyed or created from nothing. 
• Systems may comprise or share other nested systems. 
• Systems interact, and interaction between systems may cause transformation of those systems, 

where the nature of that transformation is determined by a contextual system. 
• All systems can potentially act as context and affect the interactions of other systems, and all 

systems can potentially interact in some context. 
• The transformation of systems is constrained by the scope of systems, and systems may have 

partial membership within the scope of a system. 
• Computation is transformation. 
 

Computation has always meant transformation in the past, whether it is the transformation of position of 
beads on an abacus, or of electrons in a CPU. But this simple definition also allows us to call the sorting of 
pebbles on a beach, or the transcription of protein, or the growth of dendrites in the brain, valid forms of 
computation. Such a definition is important, for it provides a common language for biology and computer 
science, enabling both to be understood in terms of computation. Previous work (Bentley 2007a) has 
analysed natural evolution, neural networks and artificial immune systems as systemic computation 
systems and shown that all have the potential to be Turing Complete and thus be fully programmable. In 
this chapter we present the state of the art of the research in SC, focussing on the more applied use of SC, 
for computer modelling. 
 
In systemic computation, everything is a system, and computations arise from interactions between 
systems. Two systems can interact in the context of a third system. All systems can potentially act as 
contexts to determine the effect of interacting systems. Systems have some form of “shape” that 
determines which other systems they can interact with, and the nature of that interaction. In a digital 
environment, one convenient way to represent and define a system (i.e. its “shape”) is as a binary string. 
(Note that the choice of binary strings for the systems is a suggestion of implementation compatible with 
current electronic hardware. Implementing SC using alternative computational units like with DNA-



Computing (Adleman 1994) or Reaction-diffusion Computing (Adamatzky 2002) would clearly lead to a 
different type of implementation.) Each system (i.e. here string) is divided into three parts: two schemata 
and one kernel. These three parts can be used to hold anything (data, typing, etc) in binary as shown in 
Figure 1. 
 

 
Figure 1. A system used primarily for data storage. The kernel (in the circle) and the two schemata (at the end 
of the two arms) hold data. 
 
The primary purpose of the kernel is to define an interaction result (and also optionally to hold data). The 
two schemata define which subject systems may interact in this context as shown in Figure 2. The 
schemata thus act as shape templates, looking for systems matching its shape. The resultant transformation 
of two interacting systems is dependent on the context in which that interaction takes place. A different 
context will produce a different transformation. How templates and matching is done precisely is 
explained later in the platform section. 
 

 
(a) (b) 

Figure 2. (a) A system acting as a context. Its kernel defines the result of the interaction while its schemata 
define allowable interacting systems (using a given code discussed later). (b) An interacting context. The 
contextual system Sc matches two appropriate systems S1 and S2 with its schemata (here “abaa” and “aaba” 
respectively matched S1 and S2) and specifies the transformation resulting from their interaction as defined 
in its kernel. 
 
Thus, each system comprises three elements: two schemata that define the possible systems that may 
interact in the context of the current system, and a kernel which defines how the two interacting systems 
will be transformed. This behaviour enables more realistic modelling of natural processes, where all 
behaviour emerges through the interaction and transformation of components in a given context. It 
incorporates the idea of circular causality (e.g. ‘A’ may affect ‘B’ and simultaneously ‘B’ may affect ‘A’) 
instead of the linear causality inherent in traditional computation (Wheeler and Clark 1999). Such ideas 
are vital for accurate computational models of biology and yet currently are largely ignored. Circular 
causality is the norm for biological systems. For example, consider two plants growing next to each other, 
the leaves of each affecting the growth of the leaves of the other at the same time; in the interaction of any 
two systems there is always some effect to both systems. 
 
Systemic computation also exploits the concept of scope. In all interacting systems in the natural world, 
interactions have a limited range or scope, beyond which two systems can no longer interact (for example, 
binding forces of atoms, chemical gradients of proteins, physical distance between physically interacting 
individuals). In cellular automata this is defined by a fixed number of neighbours for each cell. Here, the 
idea is made more flexible and realistic by enabling the scope of interactions to be defined and altered by 
another system. Thus a system can also contain or be contained by other systems. Interactions can only 
occur between systems within the same scope. Therefore any interaction between two systems in the 



context of a third implies that all three are contained within at least one common super-system, where that 
super-system may be one of the two interacting systems. 
 
From a more philosophical approach, systems can be regarded as holons (Koestler 1989), being a whole 
but also parts (building blocks) of a bigger whole, being autonomous, self-reliant and independent, 
affecting and being affected by a hierarchy (holarchy). 
 
 
Systemic Computation Calculus vs Stochastic Pi-Calculus 
 
Systemic computation can be expressed using a graph notation and a more formal calculus. Methods such 
as Stochastic PI-Calculus provide an alternative way of expressing biological processes formally. 
However, the origins of PI-Calculus lie in computer science and communications theory, which is evident 
from the non-intuitive method of expressing the interaction and transformation of entities. For example, 
the binding model H + Cl <--> HCl (used by (Phillips and Cardelli 2004) to introduce and teach 
Stochastic PI-Calculus) shows the difference in clarity of expression very clearly. In the Stochastic PI-
Calculus model (Figure 3) H donates its electron which is shared between H and Cl. Cl then loses an 
electron and H gains it to break the bond. Binding of H and Cl is never explicit – they are never actually 
linked in the model, simply transformed from H to H_Bound and Cl to CL_Bound. This confusion of 
abstractions (are atoms being modelled or electrons, protons and neutrons?) and confusion of bindings 
(which atom is bound to which?) results in a partial and somewhat cryptic model. 
 

 
 

 
H() = new e@10.0 (!share(e); H_Bound(e)) 

H_Bound(e) = !e; H() 
Cl() = ?share(e); Cl_Bound(e) 

Cl_Bound(e) = ?e; Cl() 
Figure 3. Graphical representation of Stochastic PI-Calculus model and corresponding notation of binding 
model H + Cl <--> HCl (from (Phillips and Cardelli 2004)). It is not obvious that H and Cl become bound to 

each other, despite this being the purpose of the model. 
 
In contrast, when using SC we can remain at one level of abstraction – the atom. We do not need to model 
individual electrons for such a simple model of binding. All we need to do is ensure the scopes of each 
atom overlap. The result in SC graph form (Figure 4) looks like a familiar representation of the molecular 
model for HCl (Figure 5), making the model remarkably intuitive and simple to understand. But most 
significantly, the systemic computation version includes the cause of the binding – energy. The whole 
reaction between the two atoms is impossible without sufficient energy – a detail that is necessary to 
include in SC (the interaction between the atoms must occur in some context) but can be and has been 
ignored in Stochastic PI Calculus, resulting in an incomplete model. 
 



 
 

H  }-energy-{ Cl     --> H(Cl) Cl(H) 
H(Cl) }}-energy      --> H Cl 
Cl(H) }}-energy      --> H Cl 

Figure 4. Systemic computation graph model and corresponding notation of binding model H + Cl <--> HCl. 
Note that the diagram closely resembles standard diagrammatic representations of this chemical process 

(Figure 5) and clearly shows how H and Cl become bound in a symmetrical way. 
 

 
Figure 5. Molecular model of HCl (Hydrogen Chloride) 

 
Both approaches enable multiple atoms and bindings to be modelled by the addition of parameters. But 
only SC permits the modelling of this process in more detail by revealing the deeper systems (protons, 
neutrons and electrons) hidden within the H and Cl systems without changing the overall structure of the 
model. It should thus be evident that by designing systemic computation explicitly for natural and 
biological computation, real advantages of clarity can be obtained compared to other modelling 
approaches. 
 
 
PART 1: Platform presentation and tutorial 
 
Systemic computation has been designed to support models and simulations of any kind of nature-inspired 
system, improving the fidelity and clarity of such models. In the first major section of the chapter, in order 
to show how SC can be implemented, we present the first platform for systemic computation. This 
platform models a complete systemic computer as a virtual machine within a conventional PC. It also 
provides an intuitive language for the creation of SC models, together with a compiler. 
 
To illustrate the modelling and the mechanism of SC, we present an implementation of a simple genetic 
algorithm. We discuss the structure of the systems chosen and the accuracy when various selection and 
evolution methods are used. We then show how such a SC model can simply be turned into a self-adaptive 
one. (More details of the platform can be found in (Le Martelot, Bentley and Lotto 2007a).) 
 
Note that SC is a computational model as well as a computer architecture. This platform is therefore a 
proof-of-concept implementation with which we can carry experiments on modelling and programs’ 
behaviour within the SC paradigm. Further development of SC will lead to the creation of a hardware 
systemic computer. A hardware systemic computer using sensor networks has been investigated in 



(Bentley 2007b) to provide native hardware support using a wireless network of sensors where our 
platform still relies on emulation. 
 
Virtual Machine 
 
A systemic computer (or an SC virtual machine on a conventional computer) runs the “Building Blocks” 
of systemic computation: the systems. Compiled from the program, the systems carry out all computation 
according to the natural rules of SC. 
 
An SC program differs subtly from conventional logic, procedural or object-oriented program both in its 
definition and in its goals. A procedural program contains a sequence of instructions to process whereas an 
SC program needs, by definition, to define and declare a list of agents (the systems), in an initial state. The 
program execution begins by creating these systems in their initial state and then continues by letting them 
behave indefinitely and stochastically. The outcome of the program is created from an emergent process 
rather than a deterministic predefined algorithm. 
 
Since an SC program runs indefinitely, the virtual machine (VM) has to run an infinite loop. SC is based 
on parallel, asynchronous and independent systems; therefore the VM can simulate this by randomly 
picking a context system at each iteration. Once a context is selected, eligible subject systems in the same 
scope(s) are identified. If any are found, two of them are randomly chosen. A subject is eligible if its 
definition sufficiently matches the schema of a context. The VM then executes the context interaction 
instructions to transform the interacting systems and thus process a computation. 
 
A context may be isolated from its potential subjects, so a computation may not occur at each iteration. It 
may also not occur if the computing function had nothing to compute from the context and systems it was 
provided with. 
 
Language and Compiler 
 
To enable the creation of effective programs for the VM, a language intuitively very close to the SC model 
has been created together with a compiler translating source code into byte-code for the virtual machine. 
The aim of the SC language is thus to aid the programmer when defining systems, declaring instances of 
them and setting scopes between them. The main characteristics of the language are listed below: 
 

• Defining a system involves defining its kernel and its two schemata. When a system acts as a 
context, the two schemata are used as the two templates of the systems to interact with, and the 
kernel encodes the context behaviour. This raises the problem of coding a schema knowing that it 
has to specify complete systems (defined by a kernel and two schemata). The method chosen was 
to compress information making up each schema (Bentley 2007a). A compression code is used for 
this purpose, coding three bits (where each bit may be ‘1’, ‘0’ or the wildcard ‘?’) into one 
character. This allows the complete description of a system (kernel and two schemata) in one 
single schema, as shown in Figure 2. Here “abaa” and “aaba”, in a compression code, describe S1- 
and S2-like systems respectively. Bits to be compressed are placed within the ‘[ ]’ compression 
operator. 

 
• Computing function.  The kernel of each system defines the function(s) to be applied to 

matching interacting systems (and stores associated parameter values). A lookup table matches 
binary values with the corresponding binary, mathematical, or procedural call-back functions 
(defined in the encoding section, see later). These transformation functions are applied to the 
matching systems in order to transform their values. 



 
• Labels. In order to make the code more readable, string labels can be defined and then used in the 

program instead of their value. These labels must have the correct word length. Since the length 
bounds the amount of information a system can store, the choice of the length is left to the user. 
To combine labels, an OR operator is used in combination with the wildcard symbol. Labels 
defining different bits within the same schema can then be combined using the ‘|’ operator. For 
instance if “LABEL_1” and “LABEL_2” are respectively set to “10??” and “??01” then 
“LABEL_1 | LABEL_2” means “1001”. Note that ‘|’ is not a “binary or” since an operation such 
as “0011 | 1100” is not allowed. 

 
• Basic system definition. To illustrate the SC language, Program 1 provides code defining a 

system similar to the one in Figure 1. Labels and the “no operation” function NOP, are first 
defined. The system declaration follows where each line successively defines the first schema, the 
kernel and the second schema. Any definition is given a name, here “MySystem” to be later 
referenced when instantiating. In this example, MY_SYSTEM could be a type identifier and 
MY_K_DATA and MY_S_DATA would be data. NOP represents the nil function making this 
system unable to behave as a context system. This first system would thus be stored in memory 
using a string of three words: “0101 0001 0111”. 

 
• Context system definition. Program 2 gives an example of a definition for a system that will 

behave as context, like the one in Figure 2. In this example, “My_Function” refers to the function 
to call when two systems interact in the current context. This fragment of program assumes the 
code of Program 1 is also included. It also assumes the definition of another similar system 
referred to as “MY_OTHER_SYSTEM”. The use of the label “ANY” in the template indicates 
that here the value of the kernel and the right schema do not matter in the search for systems to 
interact with. The other use of the wildcard is shown when combining “My_Function” and 
“MY_CTX_DATA” using the operator ‘|’. 
Each function defined in a system’s kernel must refer to an existing call-back function. In the 
current platform implementation these call-back functions are written in C++ and compiled as 
plug-ins of the virtual machine. (The only exception is the NOP function.) 
 

 
label MY_SYSTEM 0101 
label MY_K_DATA ??01 
label MY_S_DATA 0111 
 
function NOP 00?? 
 
system MySystem { 
 MY_SYSTEM , 

NOP | MY_K_DATA , 
MY_S_DATA 

} 
 

 
label ANY   ???? 
label MY_CTX_DATA  ??01 
 
function My_Function 11?? 
 
system MyContext { 
 [ MY_SYSTEM , ANY, ANY ] , 

My_Function | MY_CTX_DATA, 
[ MY_OTHER_SYSTEM , ANY, ANY ] 

} 
 

Program 1. Definition of a non-context system Program 2. Definition of a context system 
 

• System and scope declarations. Once all the systems have been defined, the last aim of the SC 
language is to allow the declaration of system instances and their scopes (reminiscent of variable 
declarations and function scopes in a procedural program). Since scopes are relationships between 
instances, we propose to handle all this in a “program body”. An example, following the previous 
ones, is given in Program 3. 
The first part of the program body declares instances, one by one or in a group (array notation). 
Note that a system definition name (left part of a declaration) is not a type. An instance (right part 



of a declaration) is always a system instance initialised with a system definition (triple string 
value) previously defined and identified by the left name (e.g. MySystem, MyContext). These 
system values are by definition only initial values which during computation are likely to change. 
Only inner data such as “MY_ SYSTEM” in Program 1 can be used as a method of typing.  
The second part of the program body then sets the scopes between the instances. This notion of 
scopes refers to embedded hierarchies. An SC program is a list of systems behaving in and 
belonging to systems which themselves behave in and belong to others and so on. Since the SC 
definition considers everything as a system, the program is a system, the computer running a 
program is a system, the user is a system, etc. The human-program interaction can thus be seen as 
in Figure 6. 

 
 
program { 
 
 // Declarations 
 Universe   universe ; 
 MySystem   ms[1:2] ; 
 MyOtherSystem   mos[1:2] ; 
 MyContext   cs[1:2] ; 
 
 // Scopes 
 universe { ms[1:2] , mos[1:2] , cs[1:2] } 
 
} 
 
Program 3. Systems instantiations and scopes setup 

 
 

 
Figure 6. Human-program interaction in the context of the Systemic Computer. 

 
 
A user can interact with a program in the context of a computer. Therefore the program needs to be 
embedded in a single entity. This leads us to introduce the notion of “universe”. Any SC program should 
have a universe containing everything but itself and being the only one not to be contained. This universe 
can be defined in any manner, but since it contains everything it cannot interact by itself with the program. 
Therefore there is no constraint on its definition and no need for it to act as a context. However, it is the 
only system a user can interact with. The universe is therefore where user’s parameters, to be changed at 
runtime, should be placed. It is also the place where the program can output its results. 
 
Program 3 assumes a system named “Universe” has been defined, although having a dedicated system 
definition is not mandatory. In this example the universe contains the two instances of MySystem, the two 
of MyOtherSystem and the two of MyContext, namely everything but itself. This hierarchy is shown in 
Figure 7.  



 
Figure 7. Visualisation of a simple program. The universe encompasses everything. 

 
 
Systemic Analysis, illustrated with a Genetic Algorithm 
 
Systemic computation is an alternative model of computation. Before any new program can be written, it 
is necessary to perform a systemic analysis (Le Martelot, Bentley and Lotto 2007a) in order to identify 
and interpret appropriate systems and their organisation. The systemic analysis provides a method for 
analysing and expressing a given problem or biological system more formally in SC. When performed 
carefully, such analysis can itself be revealing about the nature of a problem being tackled and the 
corresponding solution. A systemic analysis is thus the method by which any natural or artificial process is 
expressed in the language of systemic computation. The steps are in order: 

- Identify the systems (i.e. determine the level of abstraction to be used, by identifying which 
entities will be explicitly modelled as individual systems), 
- Analysis of interactions (which system interacts with which other system in which context 
system), 
- Determine the order and structure (scopes) of the emergent program (which systems are inside 
which other systems) and the values stored within systems. 

 
We now illustrate this by creating a genetic algorithm (GA) in SC. 
 
The first stage is to identify the systems. The use of a GA implies we need a population of solutions, so a 
collection of systems, with each system corresponding to one solution, seems appropriate. (A lower-level 
abstraction might use one system for every gene within each solution, but for the purposes of this 
investigation, this would add unnecessary complexity.) 
 
The identification of appropriate low-level systems is aided by an analysis of interactions. In a GA, 
solutions interact in two ways: they compete for selection as parents, and once chosen as parents, pairs 
produce new offspring. The use of contextual systems (which determine the effects of solution interaction) 
for the genetic operations therefore seems highly appropriate, as shown in Figure 8. 
 



 
Figure 8. An operator acts as a context for two interacting solutions. 

 
 
Program 4 provides an example for the definition of solutions and operators. The “SelectAndEvolve” 
function (defined elsewhere) computes new solutions using the two solutions provided. Any selection and 
evolution methods may be used. For simplicity, here we perform the selection and reproduction at the 
same time with the pair of interacting solutions. (All conventional operators could be implemented, e.g. 
using ‘selection’ systems to move solutions inside a ‘gene pool’ system, from which other ‘reproduction’ 
systems would control the interaction of parents to make offspring. Such complexity is unnecessary here, 
however.) 
 
Once the systems and interactions are understood, it is necessary to determine the order and structure of 
the emergent program. For this we need to determine scopes (which systems are inside which other 
systems) and the values stored within systems. In a GA, the population is usually initialised with random 
values, before any other kind of interaction can take place. This implies a two-stage computation: first all 
solutions must be initialised, then they are permitted to interact and evolve. One way to achieve this is to 
use a ‘supersystem’ as a computation space, and an initialiser system. If all solutions begin outside the 
computation space, then the initialiser acts as context for interactions between the empty solutions and the 
space, resulting in initialised solutions being pushed inside the space ready for evolution, see Figure 9. 
The computation space and initialiser can be defined as in Program 5. (When declaring the initialiser, the 
wildcard word ANY is used to fill in the schemata.) 
 
system Solution { 
 ANY , 
 NOP | SOLUTION , 
 ANY 
} 
 
system Operator {  
 [ ANY , NOP | SOLUTION , ANY ] , 
 SelectAndEvolve , 
 [ ANY, NOP | SOLUTION , ANY ] 
} 

system ComputationSpace { 
 ANY , 
 NOP | COMPUTATION_SPACE , 
 ANY 
} 
 
system Initialiser { 
 [ ANY , NOP | SOLUTION , ANY ] , 
 Initialise , 
 [ ANY , NOP | COMPUTATION_SPACE , 
ANY ] 
} 

Program 4. GA Solution and Operator system declaration Program 5. GA Computation Space and Initialiser definition. 

 



 
Figure 9. Left: The “Initialiser” acts as context for interactions between non-initialised solutions and a 
computation space. Right: The result of the interaction, as defined by the Initialiser, is an initialised solution 
pushed inside a computation space where it can then interact with other solutions in the context of operators 
(not shown). 
 
Finally, as in the example of Program 3, all our program’s systems can be wrapped, contained in a super-
system “Universe”. As illustrated in Figure 6, this universe can be the layer of communication with a user. 
Therefore in the case of our GA, the program must output on the universe its results, or state, which can be 
here the best solution found so far. This has two implications: first we need a “transfer” system, for 
instance in the universe, interacting between the universe and solutions, and transferring to the universe 
the current solution if outranking the best known so far. The second implication is that solutions must 
remain accessible to this transfer system, thus when solutions are pushed into the computation space, they 
also remain within the universe. 
 
Scopes can be seen as dimensions. Here initialised solutions do exist within a computation space, where 
they interact in some genetic operators contexts, but they also co-exist in the universe where they interact 
with it in a solution transfer context. Figure 10 summarises the organisation of the GA. 
 

 
Figure 10. GA program with 1 computation space, 1 initialiser, 1 solution-transfer, 2 operators and 4 solutions 
(3 initialised and 1 non-initialised). We can see: at the top an initialisation (the solution will then become also 
part of the computation space); within the computation space two solutions are interacting within the context 
of a genetic operator; at the bottom left a solution transfer between a solution and the universe. Note that the 
representation of solution systems between the universe and a computation space means here that the solution 
systems are part of both. 
 
In the computation space, when two solution systems interact in the context of an operator, the operator 
applies two functions in succession: selection and reproduction. It is noticeable that our configuration has 
many similarities with steady-state GAs. However, the systemic selection chooses two competing 
solutions at random rather than from a fitness sorted set, which makes it subtly different. (It would be 



possible to sort and order solutions using ‘sort’ systems and ‘linking’ systems to produce an ordered chain 
of solutions, but again this was deemed unnecessary complexity here.) 
 
More information about the creation of a GA within SC can be found in (Le Martelot, Bentley and Lotto 
2007a) with an application to the travelling salesman problem, and in (Le Martelot, Bentley and Lotto 
2008a). 
 
The systemic analysis is complete when all systems and their organisation have been designed for the 
given problem (or biological process or organism), providing an easy to understand graph-based model. 
This model can be used on its own as a method of analysis of biological systems, e.g. to understand 
information flow and transition states. However, a systemic model is best understood when executed as a 
program. To turn this model into a working program, the data and functions need to be specified for each 
system in a systemic computation program. 
 
 
PART 2: Crash Proof Computation 
 
While biology has become very popular in modern computation, fault-tolerant programming is still 
generally handled in a manner fundamentally different from the methods used in nature. N-version 
programming (NVP) (Avizienis 1985), or multi-version programming, is a software engineering process 
that was introduced to incorporate fault-tolerance. Various functionally equivalent programs are generated 
from the same specifications and compared by the NVP framework. The method thus introduces 
functional redundancy in order to improve software reliability. However it does not guarantee that the 
alternative programs are not facing the same issues. It can also make mistakes when, in case of errors, 
deciding which program version is providing the right answer. Finally, the development and cost 
overheads are important (several programs for one specification).  Another technique that faces the same 
issues is known as Recovery blocks (Horning et al 1974), which provides alternative code blocks for code 
that fails to work properly.  
 
In nature, old and potentially damaged cells are constantly being replaced and DNA repaired (Darnell et al 
1990). The lifespan of cells is shorter than the life of an organism, so fault-tolerance and self-maintenance 
are essential for the survival of the organism. The failure of some components does not destroy the overall 
organism; cell death is an important part of staying alive.  To ensure durability, fault tolerance therefore 
must be as mandatory in a system as its ability to solve a given problem. The latter could actually hardly 
be trusted or even possible without the former.  
 
In contrast, conventional computers are examples of non fault-tolerant systems where the smallest error in 
code, corruption in memory, or interference with electronics can cause terminal failures (Bentley 2005a). 
Software regularly crashes, top of the line robots break down on the wrong kind of ground, power 
distribution networks fail under unforeseen circumstances (Bentley 2005b).  
 
In this section, we show using a genetic algorithm (GA) implementation on the systemic computation 
platform, that SC programs have the native property of fault-tolerance and can be easily modified to 
become self-maintaining. We compare several variations of the program, involving various faults and self-
maintenance configurations, demonstrating that software can repair itself and survive even severe damage.  
 
Motivation 
SC programming differs subtly from conventional logic, procedural or object-oriented programming both 
in its definition and in its goals (Bentley 2007a; Le Martelot, Bentley and Lotto 2007a). A procedural 
program contains a sequence of instructions to process whereas an SC program needs, by definition, to 



define and declare a list of agents (the systems), in an initial state. The program execution begins by 
creating these systems in their initial state and then continues by letting them behave indefinitely and 
stochastically. The outcome of the program is created from an emergent process rather than a 
deterministic predefined algorithm.  
 
Programming with SC has various benefits when regarding fault-tolerance: 

• The parallelism of SC means that a failed interaction does not prevent any further interactions 
from happening 

• A program relies on many independent systems and the failure of one of them cannot destroy the 
whole program. Like cells in biology, one system collapsing or making mistakes can be 
compensated by other systems working correctly, 

• SC does not permit memory corruption, and even if individual systems contained fatal errors (e.g. 
divide by zero) the whole program would not halt; every SC program is already in an infinite, 
never-ending loop of parallel processes so it cannot crash in the conventional sense, 

• Having multiple instances of similar systems not only provides redundancy, it also makes it easy 
to introduce a self-maintenance process which allows similar systems to fix each other, including 
the self-maintenance systems themselves.  

 
Fault-tolerance: Experiments & Results  
To assess the fault tolerance of an SC program, we implemented a genetic algorithm as described 
previously, with a simple fitness function. In order to observe the progression of the GA in a visually 
convenient way, here the objective is simply to evolve a string of bits that matches a target pattern -a bit 
string of 256 ’1’s. (Any other fitness function could have been used instead.) More about this 
implementation can be found in (Le Martelot, Bentley and Lotto 2008a). While any program could be 
used for the demonstration of fault-tolerance and self-repair, we chose a GA as its natural parallelism 
simplifies the implementation in SC. 
 

Simulating faults  
The aim of this first set of experiments is to study the fault tolerant behaviour of our program. To achieve 
this, faults first have to be modelled.  
 
Hardware or software faults can be simulated by randomly altering a memory state (replacing its value 
with any possible value) with a given rate. By this we provide unpredictable random mistakes that can 
occur anywhere at any time in the program.  
 
These faults should be modelled so that their “systemic existence” (i.e. the fact that the systems involved 
in their modelling exist) does not disrupt the inner organisation of the program. In other words, if we 
introduce the ‘fault simulation systems’ in the program with a null fault probability, the program should 
behave perfectly normally as if the fault systems were absent.  
 
We can state that a fault is due to an unexpected phenomenon which interacts with a component. Whether 
this phenomenon is an increase of temperature leading to a hardware failure or a programming mistake in 
memory addressing, the result is the alteration of the memory state in the context of the laws of physics 
that made this physical change possible. Any program system is therefore susceptible to faults, whether 
software or hardware initiated.  
 
In SC modelling, the above can be achieved by putting any program system (i.e. system part of our initial 
program) within a “phenomenon system” also containing the “laws of physics”, as shown in Figure 11. 
The unexpected phenomenon can thus interact with a program system within the context of the laws of 
physics (the same laws of physics system is within the scope of all phenomena). In the case of our 



program, a program system can therefore be a computation space, a solution, an operator, a solution 
transfer or an initialiser.  The user provides parameters to the universe and reads what the program returns 
from it. Also, the phenomena and the laws of physics are not part of the “tested program”. Therefore we 
do not consider here the universe, the laws of physics or the phenomena as fallible components. 
 

 
Figure 11. Interaction between an external unexpected phenomenon and a program system in the context of 
the laws of physics and within the scope of the phenomenon (i.e. the system is encompassed in the field of 
interaction of the phenomenon). 
 

Experiments  
Previous work by one of the authors (Bentley 2005a) showed that programs evolved using fractal gene 
regulatory networks cope better with code damage than human-designed or genetic programming 
generated programs. In the following experiments, we focus on how human-designed programs for SC can 
natively cope with code damage.  
 
In the following, iterations, systems, contexts and simple respectively refer to the number of iterations, 
systems, context systems and non-context systems. In all experiments, the solutions are 256 bits long. The 
best solution’s fitness is thus 256. To fit solutions within the systems we chose a kernel and schema length 
of 256 characters. The total length of a system is thus  
 

7683256 =×=ls  
 
In the following experiments, all runs for a particular configuration are repeated 10 times, and the 
presented results are averaged over the 10 runs. 
 
To measure the quantity of errors introduced in the programs we use the following: 
 

• : character-wise fault probability, cp
• : system corruption probability, ls

cs pp )1(1 −−=

• 
contexts

iterationslpq sc ⋅= : quantity of corrupted bits over an execution. 

The ratio contexts
iterations

is the number of times each fallible context system can attempt an interaction. It 
depends on each program configuration and we provide for each experiment an average number that 
experiments showed to be required for the program to finish.  
 
Also, damages made to context systems have a stronger impact, although as likely to happen as for any 
other system. Indeed other systems can be scopes and hold no or little data, or data systems usually using 
less crucial characters than the contexts. It is therefore a useful measure to calculate the “quantities” qc and 
qs of damage respectively made to fallible context and simple (non context) systems: 
 

systems
contextsqqc ⋅= : Number of context system bits corrupted in one run, 



systems
simpleqqs ⋅= : Number of simple (non-context) system bits corrupted in one run. 

 
Experiment 1 
Program setup with a minimalist configuration:  

• 1 initialiser, 
• 25 solutions, 
• 1 computation space, 
• 1 crossover operator, 
• 1 solution transfer, 
• 1 mutation operator. 

Here contexts = 4, systems = 30. 
 
10 runs of the program were performed with no fault and 10 runs were performed with faults injected with 
pc = 0.0001 giving ps = 0.0739  
 
We consider here 3700≈

contexts
iterations . Thus, 16.284)0001.0( ==cpq . 

We have an estimation of about 284 bits damaged during the program execution, divided amongst the 

different types of systems as: 38
30
4
≈⋅= qqc  and 246

30
26

≈⋅= qqs . 

Figure 12 shows the program progression with and without faults.  
 
 
 

 
Figure 12. Experiment 1: GA progression without and with faults averaged over 10 runs using a minimalist 
system configuration. With this first configuration we can see that our GA stops evolving at a very early stage 
when its program is corrupted by faults. However, it is noteworthy that when injecting faults, the program 
does not crash; it merely stops evolving properly. The systemic computer is crash-proof as systems 
deterioration can only stop or corrupt individual interactions, but as the whole program consists of systems 
interacting in parallel, the other uncorrupted individual interactions will continue as normal. 
 
Experiment 2  
The previous program was performing correctly for a very short time due to the single instantiation of all 
the systems (except the “solution” systems since a GA by definition uses a population of solutions). The 
second experiment thus used duplicated systems: 



• 5 initialisers, 
• 25 solutions,  
• 3 computation spaces, 
• 10 crossover operators,  
• 10 solution transfers, 
• 10 mutation operators. 

Here contexts = 35 and systems = 63. Like in experiment 1, 10 runs of the program were performed with 
no fault and 10 runs were performed with faults injected with the same probability. 
 
We consider here 400≈

contexts
iterations (many more contexts compared to experiment 1, most of them relevant 

to the solution computation, i.e. operators). Thus 72.30)0001.0( ==cpq . We have an estimation of 

about 31 bits damaged during the program execution divided in: 17
63
35

≈⋅= qqc  and 14
63
28

≈⋅= qqs . 

Figure 13 shows the results of such configuration tested over 10 runs.  
 

 
Figure 13. Experiment 2: GA progression without and with faults averaged over 10 runs with a program 
configuration using redundant systems. 
 
We can now observe that the program performed well in its task in spite of the faults. However, if the 
execution had required to last longer (e.g. more difficult problem), or if more faults were to occur, the 
program could stop working before reaching its goal like in experiment 1. This hypothesis is verified in 
the following experiment.  
 
Experiment 3  
We use the same systems configuration as in the previous experiment but we rise the character-wise fault 
probability to pc = 0.0005 giving ps = 0.3189. This system fault probability is comparable to a 
simultaneous erroneous state of a third of the computer components.  

6.153)0005.0( ==cpq  

85%56
63
35

≈⋅≈⋅= qqqc  

68%44
63
28

≈⋅≈⋅= qqqs . 

 



Figure 14 shows the obtained results. We can see that the program, although using duplicated systems, 
stops evolving before reaching its goal. If we try to analyse the reasons of this program failure we can 
guess that “solution transfer” systems are the first not to fulfil their role anymore. Initialisers are indeed 
only required at the beginning, computation spaces are just encompassing systems so have no context nor 
data holding role, and solutions and operators (crossover or mutation) are more numerous than solution 
transfers. Analysing the results, looking at the systems memory state evolution through time, showed 
indeed that each program failure is due in the first place to the corruption of all transfer systems. If 
solution transfers were more numerous than operators for instance we could then expect solution evolution 
to stop working first. As soon as one program subtask (e.g. solution transfer, solution evolution, etc) is not 
fulfilled anymore, the program stops working. In the case of our GA, the subtask in charge of transferring 
solutions to the universe is not executed anymore once all transfer systems are corrupted. Once such a 
subtask is down, it does not matter what the others can do as the program requires all of them to work 
properly. 

 
Figure 14. Experiment 3: GA progression without and with faults averaged over 10 runs with a configuration 
using redundant systems and facing a strong fault probability. 
 
These experiments showed up to now that we always have a graceful degradation (solutions are evolved 
normally until evolution fails because of damage, but the solutions are not lost) but sooner or later the GA 
fails to work properly. We can delay the program failure point by providing enough systems to survive for 
a while (e.g. as long as we need the program to run, see experiment 2) but we cannot prevent this failure if 
faults keep happening.  
 
To slow down the degradation without adding too many systems (or even avoid this failure point) the 
program could be repaired. An elegant way to have a program repaired would be an “on-line” self-
maintenance of the program. The program would repair itself. No external intervention would then be 
required as the program would show a homeostatic behaviour.  
 



Self-Maintenance: Experiments & Results 
Implementing self-maintenance  
System definitions in our program can be instantiated several times, and need to be in order to provide 
fault-tolerance. Therefore interacting instances could try to fix each other in a “self-maintenance” context, 
as shown in Figure 15. 

 
Figure 15. Two program systems interacting within a context of self-maintenance. 

 
Indeed, if the two systems are similar on their healthy parts, then they can replace the damaged parts of 
each by the ones of the other if these are healthy. The self-repair ability of the program then arises from its 
conception in independent and multiple times instantiated systems. For this reason, the self-maintenance 
context systems should also be instantiated several times. The more redundant the information (the more 
duplicated systems) the more likely systems are to be able to fix each other and the more likely the 
function they play in the program is reliable. 
 
Experiment 4  
In this experiment, we repeat over 10 runs the same setup as experiment 3 but we inject 7 self-
maintenance systems. We now get contexts = 42 and systems = 70. The amount of self-maintenance 
systems thus represents 10% of the total amount of systems We consider here 535≈

contexts
iterations , thus 

. 71.205)0005.0( ==cpq
We have an estimation of about 205 bits damaged during the program execution divided in: 

123%60.
70
42

≈≈⋅= qqqc  

82%40.
70
28

≈≈⋅= qqqs . 

Note that qc increased with respect to q as this configuration involved additional fallible context systems 
for self-maintenance. Figure 16 shows the program progression without faults, with faults and then with 
faults and self-maintenance. 



 
Figure 16. Experiment 4: GA progression with no fault, with faults and with faults and self-maintenance, all 

averaged over 10 runs with configurations using redundant systems and facing a strong fault probability. 
 
We can observe that the program is working fine in spite of the high amount of faults (e.g. very unreliable 
hardware or very buggy software), and using a reasonable amount of systems dedicated to fault repair. 
 
Discussion  
It should be noted that the more contexts there are in an SC program, the more iterations are required to 
make all contexts create an interaction once. Therefore, if the “laws of physics” system interacts once in a 
cycle, then the more systems there are, the less likely each individual system is to be damaged, but still the 
probability that something happens within the whole system is the same. We can thus say that faults 
happen depending on the usage of a system. This bias is part of SC, just as any other paradigm can have 
inner biases due to their properties.  
 
However, to remove this bias in the experiments, some dummy systems can be added to ensure that 
experiments with different needs of systems still have the same amount of systems (same amount of 
context systems and same amount of non-context systems).  
 
To confirm this, experiment 3 was conducted again using 7 dummy context systems in order to have 42 
context and 28 non-context systems as in experiment 4. This way the comparison between the two 
experiments was strictly unbiased. The results showed that the program running with faults performed on 
average only slightly better than in the dummy-less version, confirming that the bias had no significant 
impact on the overall outcome of the experiment.  
 
 
PART 3: Systemic Computation Modelling, Advantages and Benefits 
 
3.1 Ease of Program Evolution: Making a Genetic Algorithm Self-Adaptive 
 
In the GA model previously presented, a novel opportunity for parameter tuning is provided because 
operators exist as entities within the computation space in the same way that solutions do. Since SC 



randomly picks a context, changing the proportion of operator instances changes the probability of 
different operator types being chosen. The probability of being chosen, and therefore the impact, of an 
operator O is thus given by the ratio: 
 

instancesoperator  ofnumber  total
O of instances)( =Oimpact  

 
Indeed, when the contribution of each operator is analysed in more detail (by assessing how frequently 
each operator produced a fitter solution over time), it becomes apparent that all enable convergence to 
solutions at different rates, and that those rates all vary over time. Indeed, it can be seen that different 
combinations of operators would be more appropriate at different times during evolution. 
 
Therefore, it is clear that when solutions interact in the right context at the right times, the speed of 
evolution can be increased, or the ability of evolution to continue making progress can be improved. In 
nature, factors affecting the progression of evolution (whether part of the evolving organisms, or of the 
environments of the organisms), are also subject to evolution. The contexts that affect evolutionary 
progress may co-evolve, giving evolution of evolvability. 
 
If we perform a new systemic analysis and identify the systems, interactions and structure, it is clear that 
the evolution of evolvability implies new interactions and new systems. Similarly to the introduction of 
self-maintenance with only one additional system, an elegant way to introduce this new evolution of 
evolvability functionality is to top-up the existing model with a new system in charge of this function. In 
this case the genetic operator systems must interact with each other in the context of new operator adapter 
systems, see Figure 17. This enables the genetic operators to evolve in parallel to the solutions they 
modify. 
 

 
Figure 17. A Genetic Operator Adapter is added to the current interaction scheme to adapt or evolve Genetic 

Operators during computation. 
 
We implemented this new feature with a new context system which adapts the operator type between the 
different approaches. When two operators interact in the context of this system, a fitter operator has on 
average a higher chance of replacing a less fit one, thus making the number of fitter operators more 
numerous in the population. The average fitness of a genetic operator can be measured within a window of 
size W last operations. This grows in time following the distribution where n is the total 
number of computations performed and A and k are constants to be set by the user to determine how the 
size of the window changes over time. 

)1( .nkeAW −−⋅=

 
This additional feature for a GA shows how systemic computation enables self-adaptation with the 
minimum of additional code. More about turning a regular GA into a self-adaptive one can be found in 



(Le Martelot, Bentley and Lotto 2007a), investigating for the travelling salesman problem the impact of 
evolutionary operators. 
 
 
3.2 Neural Networks: Natural Modelling Enables Free Properties 

 
In this section of the chapter, we focus on two other natural properties of systemic computation: local 
knowledge and asynchronous computation, applying them to a common bio-inspired paradigm: artificial 
neural networks (ANN). Local knowledge and asynchrony do not suit conventional computer 
architectures, so classical ANN models often employ global algorithms, constraining the network structure 
and making them less biologically plausible. Real biological NN imply a more flexible model without the 
structural limitations imposed by conventional approaches. We thus suggest an ANN implementation 
using SC to further illustrate the benefits of this paradigm. The use of SC requires the use of local 
knowledge and asynchronous computation. We show that such a model enables the implementation of the 
same networks as those implemented using conventional global and synchronous approaches, but the SC 
implementation does not constrain the network structure. 
 
Motivation 
ANN are suitable to highlight the properties of built-in asynchronous computation and local knowledge 
as: 

• neurons are organised to create a whole (the network) that solves problems, 
• neurons are computing locally, yet the result is global, 
• neurons are independent (in timing and internal knowledge). 

 
Classical backpropagation (BP) (Tang et al 2007) constrains the network to be layered and feed-forward; 
therefore no change in the neurons’ organisation breaking this requirement can be made. Recurrent BP 
was introduced to overcome one of these constraints and cope with backward connections (Tang et al 
2007). Other more biologically plausible techniques, like contrastive Hebbian learning for deterministic 
networks (Peterson and Anderson 1987; Hinton 1990), generalised recirculation (O’Reilley 1996), or 
spiking neurons networks (Maass 1997) were introduced and showed successful results. Still, these 
approaches all define global algorithms, coping with various specific network structures, giving neurons 
more and more realistic computational abilities, but do not give the neuron entity the ability to be 
autonomous (i.e. inner data processing) in whatever situation (i.e. disregarding the position in the 
structure). Such natural flexibility reflects, from our modelling point of view, what is desirable and 
missing in approaches using conventional computation. The reason for using SC at all is to move beyond 
simply attempting to mimic the functional behaviour of natural systems through global algorithmic 
approximations, and instead (as much as is feasible) duplicate the functional behaviour through mirroring 
the underlying systems, organisations and local interactions. SC is thus intended to be a truer 
representation and thus an improved model of natural systems implemented following its paradigm, 
compared to other approaches. More about this work can be found in (Le Martelot, Bentley and Lotto 
2007b). 
 
ANN Model  
Modelling a neural network keeping all its natural characteristics should involve the same entities that 
form a real one: neurons, their inner mechanism and their communication mechanism. These mechanisms 
could be modelled a priori at several levels. One model could represent the interaction of neurons using 
synapses to make the link between axon and dendrites. Another one could involve pre-synapse, post-
synapse, protein exchange, protein transfer, etc. We chose to study and create our model at the neuron 
level of abstraction and not explicitly represent protein interactions. A neuron receives inputs from its 
dendrites that are processed in the soma; the resulting signal is then sent through the axon (Kandel et al 



1991). Axon signals are weighted and transmitted to further neurons through synapses which 
communicate with their dendrites. The signal will thus be a value transmitted across the network rather 
than many molecular and electrical entities.  

Systemic Analysis  
The synapse which transfers signals from axon to dendrites can be chosen as a context of interaction 
between neurons. However, neurons interactions do not provide information regarding the signal flow 
direction. This flow is by definition directional from axons to dendrites. Therefore the model should have 
the more precise notions of axons and dendrites to precise the signal direction. Dendrites can be modelled 
as one system representing the dendritic tree rather than one system per dendrite which would add 
unnecessary complexity to the model. A synapse connects an axon with a dendrites system, each systems 
triplet belongs to the scope of a connection (Figure 18(a)).  
 
Two types of synapses could be considered here: excitatory and inhibitory synapses (Kandel et al 1991); 
not to mention that synapses can be electrical or chemical (Kandel et al 1991), which we do not explicitly 
model here. For modelling simplicity and not to introduce inconsistencies we chose to allow both 
excitatory and inhibitory excitations within one synapse. This is modelled by a weight taken within [-1; 1]. 
A positive weight simulates an excitatory synapse and a negative weight an inhibitory one.  
 
To model the signal processing between dendrites and axon inside a neuron, we can consider the ionic 
transmissions in the membrane and the membrane as a whole and define the membrane as context of 
interaction between dendrites and axon, as shown in Figure 18(b). A membrane also owns a threshold of 
signal activation, real value also taken within [-1; 1].  
 
To keep neuronal integrity, scopes are used to group what is part of a neuron, of the outside or of both. All 
the inherent neuron interactions happen within its soma. A neuron is therefore represented as dendrites, a 
soma, a membrane and an axon. However, dendrites and axons also belong to the outside (they are 
exposed to the outside of the soma) as their role is to receive and transmit signals from or to other neurons. 
Therefore, neurons can be modelled as shown in Figure 18(b).  
 

 
(a) (b) 

Figure 18. (a) Axon-dendrites interaction in the context of a synapse. (b) Systemic model of a neuron showing 
the dendrites-axon interaction in the context of a membrane, and within a soma.  

 
Neurons belong to a NN, therefore it is sensible for integrity to encompass them in a “network” system 
itself contained in the systemic “universe”. The universe is here a system which encloses everything 
within the program. It is also used as the interface between the program and the user (Figure 6). However, 
the network inputs and outputs as well as the data transfer between them and the universe are still to be 
defined. A real brain receives axons from neurons located outside, like visual inputs, and sends signals 
also outside, like to muscles. Thus, axons can naturally also play the role of network inputs and outputs. 
Then “InputTransfer” (IT) and “OutputTransfer” (OT) context systems transfer data between the universe 
and the input and output axons. Figure 19 shows a single neuron systemic neural network.  
 

 



 
Figure 19. Systemic NN with 2 inputs and 1 neuron. 

 
So far, this model can organise interactions disregarding the physical location of the neurons. Nonetheless, 
the notion of neuron neighbourhood can be easily handled using scopes. An “area” system can encompass 
neurons and neurons can belong to several areas (the network itself being an “area”). This partition and 
sharing of neurons would thus create neighbourhoods in the network. Note that the physical 
neighbourhood is defined by relationships between systems rather than by physical coordinates. Figure 20 
shows a more complex network using areas. 
 



 
Figure 20. Network with four inputs, one output and three areas sharing neurons. Each area defines a 

neighbourhood for the neurons inside. 
 
This network partitioning into areas using scopes also offers potential interest for future work. Some more 
interaction possibilities could then be added, injecting new context systems in specific areas, thus giving 
one a different potential and behaviour from another. In addition, from a biological modelling point of 
view, partitioning the network into areas is of relevance (Kandel et al 1991). 
 

Rules  
The organisation of neurons is based on observations taken from biological studies (Kandel et al 1991). 
However, knowing the organisation does not explain the inner behaviour of the entities involved. 
Unfortunately, this is not well understood yet how everything happens at this stage. We are thus forced to 
use methods that may or may not be biologically plausible, and use an adaptation for asynchronous and 
local computation of the gradient back propagation (BP) method (Tang et al 2007) for learning. BP is 
often described as a global algorithm relying on some precise network structure (Tang et al 2007). The 
aim of our adaptation is to keep the principle of this method but adapt it to be a local-rule based principle.  
 
BP relies on the concept of layers to group independent neurons together, which provides an easy control 
of the flow of information from layer to layer and therefore suits a global and serial algorithm. In the SC 
paradigm, we can use the very same principle without any structure hypothesis by defining the 
information flow process locally. Equations 1 to 3 give the BP rules with a momentum factor:  
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with: 

• i: the neuron for which a value is being processed, 
• xn: the signal output of a neuron n, 
• g: the transfer function, 
• hn: the weighted input sum of a neuron n, 
• Kn: the set of neurons firing into a neuron n, 
• wmn: the weight of the connection from a neuron n to a neuron m, 
• wmn(t): the weight of the connection from a neuron n to a neuron m at a time t, 
• Δwmn: the variation of the weight from a neuron n to a neuron m, 
• λ: the learning rate, 
• α: the momentum term, 
• en: backpropagated error value of a neuron n, 
• g’: the transfer function’s gradient, 
• Jn: the set of neurons a neuron n is firing into. 

 
The mathematical principles of the rules can be kept. However their implementation needs to be local. 
Equation (3) shows that the error can be written as a sum. It can therefore be performed by a sequence of 
independent computations as long as their common term g’(hi) remains constant during computations. 
Figure 21 shows a flowchart of the error backpropagation and delta weight update.  

 

Figure 21. Neuron k receives error values from ahead neurons i and j and backpropagates error values to 
neurons m and n. Error is transmitted between dendrites (De) and axons (Ax) by the context systems 
membrane (Me) and synapse (Sy). A synapse updates its delta weight (dw), a membrane its delta threshold 
(dth), L is the learning rate and e is the error. The momentum term is not shown for simplicity and 
readability. 

Each neuron keeps a current error value where further neurons can add their backpropagated error 
contribution. To avoid reusing twice any information, a neuron resets to zero its error value as soon as it is 
backpropagated. To assert the constancy of the terms g’(hi), the weights are updated only at the end of the 
computation (like in a classical BP) when a new sample is presented.  
 
Neurons and synapses are therefore autonomous and responsible for their own local data. These local rules 
imply that no global algorithm is defined and therefore no constraint is imposed on the network structure. 
This model can be used to design feed-forward networks as well as recurrent NN as shown in Figures 
22(a) and (b). The biological plausibility comes in this work from the autonomy and organisation of the 
systems, caused by the natural characteristics of asynchrony and local knowledge built into SC, leading to 



an emerging global behaviour, like the global learning. Also, the model could use any other kind of 
learning within the neuron and synapse systems, still keeping the very same organisation.  
 
Note that a stabilised network could easily have its weak synapses trimmed by the injection of a new 
context system, programmed for instance to kill settled redundant synapses. This illustrates again how the 
model could be improved by easy addition of new systems rather than requiring modifications of the code 
at its core. 
 

 
(a) 

 

 
(b) 



Figure 22. (a) A feed forward network. (b) Same network with a recursive synapse. The program is initially 
the same but then topped up with one more synapse. (Synaptic Connection systems are made discreet for 

readability but the synapses’ schemata clearly indicate the interacting systems). 
 
This ANN model gives a new illustration of SC modelling. The example implementation contrasts 
significantly with classical approaches where data and algorithm are interdependent separate parts making 
network implementations more rigid and less biologically plausible. Using SC modelling and its intrinsic 
(non-simulated) properties of local knowledge and asynchrony, our implementation gives full autonomy to 
neurons, thus enabling flexibility in neural structure, and is compatible with any neuron model (first, 
second, third generation (Maass 1997)). Experiments carried out in (Le Martelot, Bentley and Lotto 
2007b) on various machine learning problems showed that SC neural networks perform as well as, if not 
better than, conventional implementations such as Matlab ANN toolbox and therefore enable flexibility 
with no trade-off with performance. 
 
 
3.3 Artificial Metabolism, Modelling Tissue for Artificial Immune Systems: 
Towards a New Kind of Program 
 
An increasingly popular view in the field of Artificial Immune Systems (AIS) holds that innate immunity 
(as enabled by non-adaptive cells such as dendritic cells) can play a significant role in maintaining 
immunity in computer systems (Aickelin and Greensmith 2007). Notions such as the Danger Theory 
suggest that normal self cells may provide signals when damaged, thus helping to encourage the response 
of immune cells in the right areas of the tissue of an organism at the right time (Matzinger 1994). Previous 
work by one of the authors has investigated the development of an artificial tissue to serve this function, 
providing an interface between data and AIS, and performing preliminary data processing and clustering 
(Bentley et al 2005).  
 
In the final section of this chapter we extend the previous work on tissue for AIS, and investigate a 
different implementation based on systemic computation. In contrast to previous implementations of 
tissue, which largely ignore the relationships between real organisms and their environments, here we 
present a model of organism, implemented as a systemic computation program with its own metabolism 
that eats data, expels waste, self-organises its cells depending on the nature of its food and can emit danger 
signals for an AIS. The implementation is tested by application to a standard machine learning set (Breast 
Cancer data (Wolberg et al 1992)) and shows excellent abilities to recognise anomalies in its diet.  
 
Motivation 
Although not commonly modelled, the notion of tissue is fundamental to immunity. The immune system 
within an organism defends the tissue of that organism. The concept of artificial tissue has been used for 
instance in the POEtic project, aiming at creating a hardware platform organised with a similar hierarchy 
as found in biological systems (Tempesti et al 2002), and using reconfigurable circuits to simulate tissue 
growth (Thoma et al 2004). It has also been used in work that implemented an AIS in a sensor network, 
the sensor nodes taking on the role of tissue cells (Wallenta et al 2008).  
 
In biology, tissue is a crucial part of the immune system and its importance was particularly highlighted 
by Polly Matzinger when introducing the Danger Model (Matzinger 1994). This view rejected the notion 
that the immune system differentiates self from non-self and suggested that it instead responds to cellular 
damage. It thus suggests that cells that die abnormally release signals which encourage immune cells to 
converge on that location and become more active.  
 



This theory was adopted in (Bentley et al 2005) to propose two ways of growing tissues where damaged 
cells would release danger signals exploitable by an AIS. Tissue was defined as the interface between a 
problem to solve and the AIS. Here we follow a similar view, but attempt to improve the tissue model and 
its potential advantages by implementing a tissue-growing program designed for AIS using systemic 
computation.  
 
In this section of the chapter we use an approach similar to (Bentley et al 2005) and deepen the biological 
analogy by modelling an artificial organism as a program with metabolism. The program does not only 
mimic some tissue features but also mimics many fundamental properties of living organisms: eating data 
as food and expelling waste, while growing tissue, and releasing danger signal when its cells die in an 
abnormal way.  
 
To implement such program SC provides a suitable alternative approach to traditional computation. 
Indeed with SC, organisms and software programs now share a common definition of computation. The 
work illustrates how organisms and programs can behave similarly, sharing the notion of metabolism, 
using SC. More about this work can be found in (Le Martelot, Bentley and Lotto 2008b). 
 
An SC Program with Metabolism  
Systemic Analysis  
As described in earlier sections, when programming with SC it is necessary to perform a systemic analysis 
in order to identify and interpret appropriate systems and their organisation (Le Martelot, Bentley and 
Lotto 2007a). The first stage is to identify the low-level systems (i.e. determine the level of abstraction to 
be used).  
 
In most artificial immune systems, the level of abstraction is the cell: few approaches require modelling of 
the internal organelles or genome of cells, and few require modelling of populations of organisms. Here 
we intend to model the growth of tissue cells, the consumption of “food” (data items), the expulsion of 
waste and the emission of danger signals. Thus an abstraction at the cellular level is appropriate, with 
systems being used to explicitly model each element.  
 
The identification of appropriate low-level systems is aided by an analysis of interactions. The organism 
should be able to eat food from its environment, use this food to grow organs (clusters of cells) by creating 
new cells and expel waste into the environment.  
 
To prevent being overloaded with systems, the waste can be recycled into new food (a simple ecosystem 
model). Food and waste could therefore be seen as different states of the same system (in SC systems can 
be transformed, but never created from nothing or destroyed). Also, the food is what the organism takes 
from its environment to be able to grow. Therefore cells and all the necessary matter for the growth should 
also derive from the food systems.  
 
We can thus visualise the ecosystem between the organism and the environment as shown in Figure 23.  
 



 

Figure 23. ’Food to waste’ cycle for an organism within its environment: Food is absorbed by the organism, 
processed as energy to grow tissues before being expelled when the organism cannot make use of it any more. 

 
Looking within the organism, it takes food as input and this food must be sufficient to grow tissue. One 
simple way to model this is by using the approximation that the food is transformed into cells when 
absorbed by the organism. However, to enable cells to adhere to each other (rather than float free), cells 
need some sticky adhesion molecules. Here we do not need to explicitly model all these molecules but an 
“adhesion surface” is at least required to bind two or more cells together. As SC forbids the creation of 
systems from nothing, the adhesion surfaces must be obtained either from incoming food or from the cells 
themselves. In a biological organism each cell has a limited lifespan and thus dies at some point. It may 
then be consumed by macrophages or dendritic cells and its energy is partially recycled. In the model dead 
cells can thus be recycled to make adhesion surfaces. A growth process can now attach cells to each other 
by using adhesion surfaces to create tissue. To regulate this growth and introduce the notion of time, a 
decay process simulates the aging of cells. When cells die, a split process splits them from the adhesion 
surfaces they are bound to.  
 
So the organism eats new data, converts each data item into a new cell, and attempts to bind that cell to 
itself, with cells made from similar data items binding to each other. Thus, a cell unable to bind to any 
group of cells reveals itself to be significantly different from them – more like the result of an invading 
pathogen than part of the organism. If this abnormal cell dies unbound, it can therefore be spotted as a 
potential anomaly. In that case, the death of the cell can entail that cell releasing a Danger signal (i.e. the 
cell can be converted into a signal). This signal can then be used by an AIS algorithm which can be 
implemented through the addition of systems corresponding to immune cells. (Here we focus on the 
organism.)  
 
The organism can also make use of a hunger parameter defining a maximum amount of alive cells it can 
contain at a time. This parameter can be stored in the organism system and the absorption context then 
only allows food absorption if the organism is “hungry”. This parameter can be useful to avoid having the 
organism growing too big and using too much memory/data at a time. A bad usage of memory could 
indeed to some extend slow down the computation process significantly.  
 
The organism food to waste chain is therefore as shown in Figure 24.  
 



 

Figure 24. ’Food to Waste’ cycle within the organism: Food is absorbed, transformed into cells. When dying 
cells can be recycled into adhesion surfaces if they were part of a tissue or turned into a danger signal if they 

were single. Cells, adhesion surfaces and danger signals have a limited lifespan and decay over time (i.e. when 
they reach a certain age they die). When dying, cells also need a split process to detach them from the tissue 

they were part of. 
 
From this defined cycle, the interactions and systems in the model can be written as follows (also see 
Figure 25): 
 
organism }-absorb-{ food → organism(cell) 
cell }-growth-{ adhesion_surface → cell(adhesion_surface) 
cell(adhesion_surface) }}-split → (cell adhesion_surface) 
organism(cell) }}-cell_recycling → organism(adhesion_surface or danger_signal) 
X[age](time) }}-decay → X[age+1](time), X = cell or adhesion_surface or danger_signal 
organism(X) }}-expel → (organism waste), X = adhesion_surface or danger_signal 
universe(waste) }}-waste_recycling  → universe(food[data]) 
 
Each system models a biological entity: 
absorb:   endocytosis (e.g. via cell receptors) 
growth:   organism’s genome; 
decay:   aging (progression along the axis of time); 
split:   chemical breakdown between adhesion molecules and cell wall; 
cell recycling:  phagocytes; 
expel:   exocytosis; 
waste recycling:  ecosystem; 
universe:  environment; 
organism:  boundary between tissue and environment; 
food:   nutrients; 
cells:   tissue cells; 
adhesion surfaces: adhesion molecules; 
danger signal:  Matzinger’s danger signals; 
waste:   cell waste (unused or unusable compounds); 
time:   dimension of time. 
 
Figure 25 summarises the organism’s organisation and shows the potential interactions.  
Note that waste recycling, absorption, cell recycling, and expel systems should have the same amount of 
instances. Indeed, on average if one food system can be created at a time, then only one can be absorbed, 
then recycled and finally expelled at a time.  

 



 

Figure 25. Systemic organisation of the organism. The universe contains a waste recycling system, some waste 
and food, and an organism. The organism shares with the universe the absorption context. It contains cells, 

adhesion surfaces, danger signals, growth contexts, cells recycling contexts and expelling contexts. Finally cells 
(and thus all derived system states like adhesion surfaces and danger signals) contain the time system, a decay 

process and a split process. The schemata appear on context systems to show the allowable interactions 
between systems. The dashed arrows indicate the potential transformation of some systems during an 

interaction. For instance on the far left we can observe a food system interacting with an organism in an 
absorption context: the food is turned into a cell and injected into the organism. 

 

Data Organisation within the Artificial Organism  
So far an organism has been modelled within SC. To use this organism to organise the data, the data 
processing method has to be defined. 
 
To incorporate data into the organism’s metabolism, new data items are placed into food systems, where it 
is stored in the schemata. Data from an incoming stream can be introduced when recycling waste (i.e. new 
data are pushed into the resulting food systems). The amount of waste recycling and absorption systems 
gives the data introduction rate (the more food can be absorbed at a time, the more data are introduced). 
The data are then absorbed into the organism and transformed to cells. When a growth interaction occurs 
between a cell and an adhesion surface, the two are bound based on their data similarity. Algorithm 1 
describes in pseudo-code the binding method. For binding a cell to an adhesion surface the adhesion 
surface is injected into the cell but remains also part of the organism so that more cells can bind to it.  
 
Algorithm 1 Pseudo-code for the growth context binding method. τ is a given threshold. The distance 
function calculates the Euclidian distance of two vectors. 

if adhesion surface not bound to anything then  



Bind cell and surface  
Surface data value ← Cell data value 

else if distance(Cell data, Surface data) ≤ τ then  
Bind cell to surface  
Surface data value ←  Average(Surface data, Cell data) 

end if 
 
The measure chosen in this implementation to compare data is the Euclidian distance (as was used in 
(Bentley et al 2005)). In the organism, cells bind together according to their values, and various clusters 
may emerge from this, thus reflecting the data distribution. If a cell is left single then it means it cannot 
bind anywhere and therefore holds data significantly different from the current most common data values 
contained within the organism. This cell is then turned into a danger signal holding the data that an AIS 
could use to develop antibodies.  
 
The model was tested in (Le Martelot, Bentley and Lotto 2008b). Starting from scratch and working on-
line the organism was able to organise data according to its similarities and provide danger signals when 
cells die in an abnormal way for the current organism. The organism proved to be able to detect 
anomalous UCI Breast Cancer data (Wolberg et al 1992) with better accuracy than in previous work 
(Bentley et al 2005). Also the study of the evolution over time of the organism showed that its inner 
organisation reflects the data distribution of the current flow. 
 
As the organism is designed to grow to match the data rate, such a program is therefore able to cope with 
various (unexpected) parameter changes, self-(re)organising with the data flow, and providing information 
over time regarding detected potentially abnormal data items. When used in conjunction with an artificial 
immune algorithm, the good accuracy of detection (albeit with a high false positive rate), and the 
automatic organisation of similar data into clusters should enable excellent performance overall. While 
temporal information is currently lost because of the stochastic computation of SC, this could be added as 
additional features of data items, enabling the clustering according to similar timings in addition to data 
values.  
 
One advantage of SC is the simplicity of modelling new stochastic systems, so an immune algorithm 
could be added to this model by simply adding two or three new types of system (e.g. B-cell, T-cell, 
antibody) that would then automatically interact with the existing tissue systems. Another valuable 
advantage of using SC in our approach is the fault-tolerance and self-repair ability an SC model can 
naturally have, as described earlier (and investigated in (Le Martelot, Bentley and Lotto 2008a)). Having 
robust software can indeed be an important feature in network security to ensure the program can survive 
even severe damage provoked for instance by hacking. 
 
 
Future Trends 
 
Biological computation (i.e. the behaviour of living organisms) may or may not be Turing Complete, but it 
is clearly organized differently from traditional von Neumann architectures. Computation (whether in a 
brain or an ant colony) is distributed, self-organising, autonomous and embodied in its environments. 
Systemic computation is a model of computation designed to follow the “biological way” of computation: 
it relies on the notion that systems are transformed through interaction in some context, with all 
computation equivalent to controlled transformations. This model implies a distributed, stochastic 
architecture. One suitable physical implementation of this architecture could be achieved through the use 
of wireless devices produced for sensor networks. A useful, fault-tolerant and autonomous computer could 



exploit all the features of sensor networks, providing benefits for our understanding of “natural 
computing” and robust wireless networking. 
 
However, SC is an alternative approach to computation, and can be implemented on any interacting 
systems, electronic, biological, or mechanical. In addition to being a model of computation, it may also be 
viewed as a method of analysis for biological systems, enabling information flow, structure and 
computation within biology to be formulated and understood in a more coherent manner. Work is 
underway on more advanced visualisation of systemic computation models to enable more detailed 
analysis of structure, interactions and behaviours of SC models and the biological systems they represent. 
 
Work is still ongoing in this area. It is anticipated that in the future systemic computation may even enable 
a clear formalism of ‘complex system’ enabling more coherent investigations and engineering designs to 
be made.  
 
 
Conclusions 
 
Biological computation has many significant characteristics that help give it desirable properties. Systemic 
computation is a model of computation that incorporates those characteristics and suggests a non-von 
Neumann architecture compatible with conventional hardware and able to support biological 
characteristics natively. 
 
This chapter presented a platform for the newly introduced systemic computation model including a 
virtual machine, language, compiler and visualiser. This permits us to design, run and test systems with 
natural characteristics. This platform was presented together with several concrete applications. 
 
We showed how bio-inspired programming using SC can natively provide fault-tolerant behaviour and 
easy self-maintenance to a program with minimal software conception overhead: fault tolerance is 
achieved by duplicating system instances and self maintenance by introducing a new system using 
existing systems to repair each other. The fault-tolerant self-maintaining GA used in the last experiment 
showed that we have a crash-resistant computer able to run fault-tolerant self-maintaining programs in 
spite of a high probability of fault occurrence and allocating only 10% of its resource to maintenance. 
Therefore, compared to conventional software which crashes immediately, the SC programs are clearly 
better. 
 
The overall fault-tolerance is due to the massively distributed architecture and independent computations 
of the systemic computer making it by definition crash proof, and then to the multiple instantiations of all 
the systems involved. Finally the self-maintenance systems making use of healthy parts of systems to fix 
damaged parts of others enabled a homeostatic behaviour.  
With this method, fault detection and fault correction are done automatically and are fully integrated into 
the core of the program. In addition, the fault detection mechanism is independent from the kind of 
systems being repaired and could therefore be used as it is in any SC program.  
Similar to a biological organism, this process is part of the whole and just as any other constituent is a 
regular and autonomous running task.  
 
We then illustrated the advantages and benefits of SC modelling, giving an overview and the outcome of 
past achieved work in this area. We showed, based on the presented genetic algorithm, how it could be 
made self-adaptive with minimal extra code, by just “topping-up” the existing model with one additional 
context system. 



We continued our exploration of systemic computation showing how its intrinsic (non-simulated) 
properties of local knowledge and asynchrony naturally provide more flexibility for artificial neural 
network structures. The example implementation contrasts significantly with classical approaches where 
data and algorithm are interdependent separate parts making network implementations more rigid and less 
biologically plausible. Our implementation gave full autonomy to neurons, and is compatible with any 
neuron model (first, second, third generation). It thus highlights the potential of SC for the modelling of 
such natural processes, providing additional properties to our model for free.  
 
Finally we presented the notion of artificial metabolism using systemic computation to create an organism 
for clustering data that is suitable for an artificial immune system. This work is inspired by Matzinger’s 
Danger Theory and uses the notion of danger signals. Starting from scratch and working on-line our 
organism is able to cluster data according to its similarities and can provide danger signals when cells die 
in an abnormal way for the current organism. 
 
In summary, the research described in this chapter has presented the state of the art in research on 
systemic computation, illustrating this new method of crash-proof computation which is designed to 
express models of natural processes naturally, and showing benefits demonstrated in several bio-inspired 
models. 
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