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Abstract

This chapter covers techniques for resolving multiple fibre populations in each

voxel, as well as methods to exploit the information they recover. It begins by de-

scribing the limitations of DTI and the problems that complex white-matter config-

urations such as crossing fibre-populations and bending fibres present. It then goes

on to describe multiple-tensor models, di!usion spectrum imaging, QBall, spherical

deconvolution and persistent angular structure (PAS) MRI, along with a summary

of pros and cons of each method. The next section covers useful information that

can be extracted from the output of the techniques presented, such as estimates

of fibre-orientations and indices of anisotropy and complexity. Finally, tractogra-

phy methods for exploiting the multiple-fibre reconstruction algorithms and their

metrics are briefly discussed.
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1 Introduction

The previous chapter introduces di!usion tensor imaging (DTI). The technique has be-

come popular because it provides two unique insights into tissue microstructure: it quan-

tifies di!usion anisotropy, which is a useful index of white matter integrity, and provides

an estimate of the principal direction of axon fibres, which enables tractography. Pow-

erful though it is, DTI has several limitations. One key limitation is that it can only

recover a single fibre orientation in each voxel and fails at fibre crossings. This limitation

is a major obstacle for tractography and connectivity mapping. However, it is not a

limitation of di!usion MRI in general, but merely the modelling assumptions that DTI

makes. This chapter covers a variety of alternative models and algorithms that aim to

recover more detailed information about the orientations of fibres from di!usion MRI

measurements and, in particular, to resolve the orientations of crossing fibres. We start

the chapter in section 2 with a conceptual overview of the limitations of DTI and the

problems that crossing fibres and other complex fibre configurations present. Sections

3 and 4 outline the key methods for modelling and resolving multiple fibres. We sum-

marize the pros and cons of each method at the end of section 4. Section 5 discusses

specific information we can extract from the output of the algorithms in sections 3 and 4

such as multiple dominant-orientations and indices of anisotropy or complexity. Section 6

discusses applications, in particular, to improve tractography and connectivity mapping.
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2 Multiple Fibres: What’s all the fuss about?

Di!usion MRI measures the dispersion of water molecules within tissue over a time inter-

val, usually of a few tens of milliseconds. A probability distribution p on the displacement

of water molecules describes the dispersion; p is the scatter pattern of molecules during

the di!usion time. Di!usion tensor imaging models p using a Gaussian distribution. In

three dimensions, the Gaussian distribution has ellipsoidal contours, so the assumption

in DTI is that the scatter pattern has an ellipsoidal shape. In white matter, the con-

figuration of axon fibres has a big e!ect on the shape of p. White matter axons are

tiny compared to typical MRI voxels. Axon radii are in the range [0.1,10]µm, whereas

voxels typically have sides in the range [1,5]mm. Voxels therefore contain hundreds of

thousands of axon fibres, which can adopt a wide range of often complex configurations.

Some configurations produce Gaussian-like scattering, but others can produce p with

highly non-ellipsoidal contours. When p departs significantly from the Gaussian model,

the DT contains very little useful information and can be actively misleading. Figure 1

shows some relatively simple configurations of axons within single image voxels together

with an illustration of the scatter pattern we expect within each. We depict the scatter

as distributions of displacements from one starting position, although in a real di!usion

MRI experiment, the initial positions are approximately uniformly distributed over the

voxel. Figure 1 also shows the DT that gives the best approximation of each p and the

principal direction of each DT, which is the estimate of the dominant fibre orientation

for each configuration. The last two columns show an object called the fibre orientation

distribution and the directional variation of the di!usion signal, both of which we explain

below.
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Figure 1: Illustration of various simple configurations of axon fibres that arise frequently in

brain-image voxels (first column). The second column shows the kind of scatter pattern we

expect from each of the fibre configurations in the first column. The third column shows the

best-fit DT, the fourth shows the principal direction of the DT and the fifth shows the fibre

orientation distribution function (fODF) for each configuration. The sixth column shows the

directional variation of the di!usion-weighted signal for fixed di!usion weighting. In the last

row, the DT is perfectly oblate so the principal direction in undefined. In practice, noise will

cause the principal direction to have random orientation in the plane of the two crossing fibres.
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When the fibres are all straight and parallel (row 1 of figure 1), p is highly anisotropic and

elongated in the fibre direction. The DT reflects the shape of p, since p has approximately

ellipsoidal contours, and the principal direction gives a good estimate of the single fibre

orientation. The second and third rows show more complex configurations in which the

fibres are fanning and bending, within a plane, respectively. In both cases, p and the

corresponding DT are less anisotropic than for the straight parallel fibres. In particular,

the largest eigenvalue becomes smaller and the middle eigenvalue is larger. In the straight

parallel fibres example, molecules tend to move in the vertical direction in the figure,

wherever they are in the voxel. In the bending example, however, movement depends

on location within the voxel. Molecules at the bottom of the voxel tend to move along

an axis about 30! to the vertical, while those in the middle tend to move along the

vertical axis and at the top along an axis 30! the other side of the vertical. The scatter

pattern for the whole voxel contains contributions from all areas; on average, we see more

horizontal scattering than in the straight parallel fibres configuration. Note, however,

that the bending does not a!ect the displacements in and out of the bending plane, so

the smallest eigenvalue of the DT remains the same as the straight parallel fibres and

the DT is intermediate between prolate and oblate. The fanning configuration produces

an identical DT to the bending configuration in a similar way. For both the fanning

and bending configuration, the principal direction is unchanged from the straight parallel

fibres configuration. The principal direction now provides a good estimate of the mean

fibre direction, but does not reflect the full complexity of the configuration. The shape

of the DT may convey some information about the configuration, but it is di"cult to

separate the e!ects of the configuration of fibres from other e!ects, such as fibre size and

density and contributions from other tissue types. Moreover, the fanning and bending
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Figure 2: Illustration of the fibre-orientation distribution function in a voxel containing bending

fibres. The fibre orientation depends on location in the voxel (left). The fODF captures the set

of orientations from all positions with the voxel. Centre-left shows the set of orientations drawn

on the bending configuration on the left panel. The two images on the right show di!erent

representations of the fODF. The first method (centre right) scales the radius of the sphere

by the value of the fODF. The second method uses a colour map to represent the fODF; hot

colours indicate high values of the fODF.

configurations are indistinguishable given only the DT.

The last two rows in figure 1 show crossing fibre configurations. The fourth row shows

an oblique crossing. Although p for the oblique crossing is di!erent to the fanning and

bending configurations and clearly has non-ellipsoidal shape, the best-fit DT is identical

to the fanning and bending configurations. The principal direction is now actively mis-

leading, as the mean fibre direction does not correspond to the direction of any fibre in

the voxel. The orthogonal crossing produces p with cross-shaped contours that reflect the

multiple fibre orientations. The DT cannot capture this contour shape and the closest

Gaussian approximation to p is a perfectly oblate DT, which contains none of the useful

directional information in the true p.

For comparison, the fifth column in figure 1 shows the distribution of fibre orientations
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within each configuration. This object will be important later in this chapter and we shall

refer to it as the fibre orientation distribution function (fODF). The fODF quantifies the

fraction of fibre portions (note that fibres may vary in orientation along their length)

within a voxel with each orientation. Mathematically, the fODF is a probability distribu-

tion on the sphere, as each point on the sphere corresponds to a unique orientation. For

example, the simplest configuration in figure 1 is the straight parallel fibres in the first

row. This configuration has only one fibre orientation, since the orientation of all the

fibres is the same and does not vary along the fibre lengths. The fODF is therefore zero

for any orientation other than vertically upwards and has a sharp spike in the upward di-

rection. (The pictures in figure 1 exaggerate the widths of the peak for visibility.) Other

configurations have less trivial fODFs. Figure 2 shows an illustration for the bending con-

figuration in row 3 of figure 1. Each fibre has a range of orientations from up and left at

the bottom of the voxel, to vertically up at the centre and up and right at the top. Each

orientation contributes to the fODF so the fODF is non-zero for a range of orientations

in the plane of the bending, but, for this idealized bending example, zero everywhere else.

The fODF therefore has the shape of a shovel or paddle head. (Again, we exaggerate

the width of the shovel for visualization.) Figure 2 uses two visual representations for

functions on spheres to illustrate the fODF. The first (“stretched sphere”) stretches the

radius of the sphere by the value of the function; the second (“colour”) uses colour to

reflect the value of the function in each direction. In the stretched-sphere representation,

peaks of the shape reflect the most common fibre directions. In the colour representation,

hot colours indicate high values and appear in the most common directions.

Spherical acquisition protocols became standard for DTI because they reduce the depen-

dence of anisotropy and fibre-orientation estimates on true fibre-orientation (see Chapter
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3). These protocols acquire di!usion weighted measurements with fixed di!usion weight-

ing (b-value) but varying direction. The measurement therefore depends only on orien-

tation and thus is a function of the sphere like the fODF. Figure 1 also shows how the

measurement varies as a function of direction for each configuration. The measurement

function is very di!erent to the fODF. For simple configurations (rows 1-3) the measure-

ment is small where the fODF is large, since more di!usion in the mean direction causes

more signal attenuation. However, the last two rows reveal a more complex relation-

ship between the two functions. In the orthogonal crossing-fibre configuration, the signal

has local maxima in the fibre directions whereas in the oblique crossing configuration

neither the local maxima or minima of the signal are in the fibre directions. Di!usion

tensor imaging protocols typically sample this measurement function in 30-100 directions

(see Chapter 3). These sets of measurements capture enough of the directional variation

of the di!usion weighted signal potentially to provide the angular resolution to resolve

crossing fibres. Early experiments [1, 2] compare these spherical measurement functions

with what we would expect if p were Gaussian. Results show clear departures from the

Gaussian consistently in known fibre-crossing regions. These observations motivated the

development of a variety of techniques for resolving multiple fibre orientations and cap-

turing complex fibre configurations. Some of these techniques use more flexible models

than DTI, such as multi-tensor models, to separate contributions from distinct fibre pop-

ulations; we cover these methods in section 3. Other non-parametric techniques aim to

estimate the full distribution of fibre orientations, i.e. the fODF, in each voxel. Some of

this latter class, including Di!usion Spectrum Imaging, QBall Imaging and Persistent An-

gular Structure MRI, use the directional structure of p to reflect the fODF. Others, such

as spherical deconvolution methods, combine modelling and non-parametric approaches
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to reconstruct the fODF more directly. Section 4 covers non-parametric approaches.

3 Model-based Approaches

This section looks at model-based approaches that resolve fibre-crossings by modelling

distinct fibre populations separately.

3.1 The Multi-Tensor Model

The multi-tensor model is a simple generalization of DTI, which replaces the Gaussian

model for p with a mixture of n Gaussian densities. The model assumes the voxel contains

n distinct groups or “populations” of fibres and that di!using molecules stay within

only one population (no exchange between populations). The approach models each

population by a separate DT. Figure 3 illustrates the idea for n = 2 and the crossing

configuration in the last row of figure 1. The p for the whole voxel is the sum of the

Gaussians that each DT represents weighted by the fraction of the volume that each

population occupies. We can write this mathematically as

p(x) =
n
!

i=1

aiG(x;Di, t), (1)

where each ai ! [0, 1] is the volume fraction of the i-th fibre population and
"

i ai = 1,

G(·;D, t) is the Gaussian function with zero mean and covariance 2Dt, t is the di!usion

time and x is a displacement.

In multi-tensor approaches, we estimate the parameters of the model for p, i.e. a1, ..., an

and D1, ...,Dn, from a set of di!usion-weighted measurements. With the model in equa-
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Figure 3: Illustration of a multi-compartment model for a crossing fibre-configuration (first

panel). In this example, the fibre configuration can be split into two compartments (second

panel), which each have their own p (third panel). Each compartment is modelled by a separate

DT (fourth panel). When the DTs are combined, they model the complete p for the crossing.

tion 1, we can write the normalized di!usion-weighted signal

A(q) =
n
!

i=1

ai exp("tqTDiq), (2)

where q is called the wavevector and t is the di!usion time. The wavevector depends

on the length, strength and orientation of the gradient pulses during the measurement

sequence and the di!usion time on the pulse length and separation. For pulsed-gradient

spin-echo measurements, for example, q = !"G and t = # " !
3 , where # is the time

between the onsets of the two pulses and both pulses have length "; see chapter 2. Often

we separate q into a scalar wavenumber |q| and a di!usion encoding direction q̂ = q/|q|,

which is the direction of the magnetic field gradient in the di!usion-weighted pulses. The

b-value introduced in earlier chapters summarizes both di!usion time and wavenumber

b = t|q|2. For spherical acquisition schemes, both t and |q| are fixed (so b is fixed) and

only the gradient direction varies among measurements, so we could rewrite equation 2
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A(q̂) =
n
!

i=1

ai exp("bq̂Diq̂). (3)

Although spherical acquisition schemes are common for fitting multi-tensor models, b

may vary among measurements and q and t may even vary independently.

The multi-tensor model assumes that the number, n, of distinct fibre populations is

known. Practical considerations, such as the number of measurements and the measure-

ment noise level, limit the number of orientations the method can resolve reliably and

most work uses a maximum n of 2. When n = 1, the model is exactly that used in DTI.

Unlike the DT model, the parameters, D1, ...,Dn of the multi-tensor model cannot be

expressed as a linear function of the measurements so the model fitting requires non-

linear optimization. Once fitted, the principal eigenvector of each Di provides a separate

fibre-orientation estimate.

Figure 4 visualizes the full two-tensor model in each voxel of an axial slice of human brain

data. The brain data consists of 60 di!usion-weighted images with b = 1200 smm"2 and

unique evenly distributed gradient directions and one b = 0 image for normalization. The

image size is 128# 128# 60 with isotropic voxels that are approximately 2# 2# 2mm3

in size. Glyphs showing contours of p are overlaid onto a fractional anisotropy (FA) map

from the one-tensor model (i.e. DTI). The figure shows one- and two-tensor models for

two regions of interest. Panels 4a and 4b show a region of fibre crossing where several

fibres intersect, including the superior fronto-occipital fasciculus and the corpus callosum.

In figure 4a, the two-tensor models reveal multiple directions, but DTI (figure 4b) fits

oblate single tensors that fail to reveal any useful direction information. Figures 4c and

4d highlight the limitation of the two-tensor model. The region has a single dominant
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Figure 4: Two-tensor models fitted in each voxel of an axial slice of a normal human brain

dataset. The model is the full 13-parameter two-tensor model in every voxel. Ellipsoidal

contours of p from both tensors are overlaid on a standard FA map. Inset images a and b

show two- and one-tensor models respectively for a crossing-fibre region. c and d show two-

and one-tensor models respectively for a region of the corpus callosum which has a single fibre-

population.
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fibre orientation which the single tensor recovers very well. The two-tensor model can

become unstable when only one population is present and produce spurious results. We

have emphasized this in figure 4c by showing both DTs in each voxel without using the

weightings a1 and a2. The fitted volume fractions of the DTs less well aligned with the

fibre direction tend to be small, but the figure reveals greater deviation of the dominant

direction from the fibre direction than the single-tensor model in figure 4d.

3.2 Limitations, Refinements and Special Cases

The general form of equation 1 accommodates a wide range of special cases with di!erent

constraints on the n DTs. For n = 2, the full tensor has 13 free parameters: the six

components of each DT and one for the volume fraction a1 and a2 (since a2 = 1 " a1).

The large number of parameters is one cause of the instability we highlight in figure 4.

Constraints on the model can reduce complexity and help stabilize the fitting procedure.

For example, in the multi-tensor model, we can enforce positive definiteness using the

Cholesky decomposition, as in [3], or cylindrical symmetry on the component DTs, as

in [4], or fix the DT eigenvalues, as in [5]. Spatial regularization techniques also help

overcome the fitting problem by ensuring voxel-to-voxel coherence, see [3, 6].

A particularly simple model with the form of equation 1 is Behrens’ ball-and-stick model.

The “ball and stick” model [7, 8] assumes that water molecules belong to one of two

populations: a restricted population of water molecules in and around fibres with scatter

pattern pr and a free population that does not interact with fibres and has scatter pattern

pf . Behrens et al [7] use an isotropic Gaussian model for pf . They use a Gaussian model

for pr in which the DT has only one non-zero eigenvalue so that particles move only in
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the fibre direction. The “ball and stick” model extends naturally to multiple-fibres by

including multiple “sticks” in the model.

The “ball and stick” model is deliberately over-simplified. Several related models are

similar in separating free and restricted compartments, but use more expressive models

for the components. Kaden et al [9] model di!usion in a similar way to the “ball and

stick” model, but replace the “stick” components with distributions of sticks to capture

less-trivial fODF structure that fanning or bending might produce; see also the recent

Neurite Orientation Dispersion and Density Imaging techniques [10, 11, 12], which extend

these ideas to grey matter as well as white matter. Assaf et al’s Composite hindered and

restricted model of di!usion (CHARMED) [13] models pr with an analytical model for

di!usion restricted to a cylinder [14] and pf with an anisotropic Gaussian model (the

“hindered” di!usion in the extra-cellular space). For further details on this kind of

method, see Chapter 7.

The choice of n presents a model-selection problem: in voxels with only one fibre orien-

tation, we lose accuracy by fitting a model with n $ 2. For example, figure 4c shows

that the two-tensor model provides poorer estimates of the single fibre-orientation in the

corpus callosum than the one-tensor model. Ideally, we would fit a one-tensor model

in voxels with one fibre population, a two-tensor model in those with two populations,

and so on. The statistics literature is extensive on model selection and we will not re-

view it here other than to mention some approaches used specifically for choosing the

number of fibres in di!usion MRI. Parker and Alexander [15] use the spherical-harmonic

voxel-classification algorithm proposed in [2] to classify voxels as isotropic, one-fibre or

two-fibre, but the method does not extend naturally above n = 2. Tuch [5] thresholds

the correlation of the measurements with their predictions from the n = 1 model in each

14



voxel separately to decide whether to use n = 1 or n = 2. Behrens et al [16] use a

Bayesian approach.

Other work extends the multi-tensor models to a continuous distribution of tensors; see

for example [17, 18, 19, 20]. These ideas blur the boundaries between the model-based

techniques described in this section and the non-parametric techniques in the next section,

in particular the spherical deconvolution techniques in section 4.3.

3.3 Acquisition Requirements

Alexander and Barker [4] recommend, based on simulations, using a spherical acquisition

with b in the range 2200 " 2800 smm"2 when acquiring data in 64 gradient directions.

With these settings the two-tensor model resolves 60! crossings consistently but consis-

tently does not resolve 30! crossings with SNR of 16.

4 Non-Parametric Algorithms

The model-based techniques in the previous section recover a finite number of domi-

nant fibre-orientations and do not naturally distinguish, for example, fanning or bending

configurations from parallel fibre populations. The motivation for all the methods in

this section is to estimate the fODF from di!usion MRI measurements, which provides

more insight into the underlying configuration. We call the methods in this section non-

parametric because they do not rely solely on parametric models of p, but try instead to

reconstruct the fODF with minimal constraints.

This section covers a variety of methods that reconstruct di!erent functions of the
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sphere and use them as estimates of the fODF. Di!usion Spectrum Imaging (DSI) and

QBall imaging reconstruct a function called the di!usion orientation distribution func-

tion (dODF). The Di!usion Orientation Transform (DOT) algorithm and the original

Persistent Angular Structure (PAS) MRI algorithm recover slightly di!erent functions

that contain similar information to the dODF. Spherical deconvolution methods recover

a more direct estimate of the fODF. We begin this section by considering these di!erent

objects and how they relate to the fODF.

Like the fODF, the dODF is a probability distribution on the sphere. The dODF is

the probability that a di!using water molecule moves in a particular direction. That

probability is not the same as the fraction of fibres with that orientation. Figure 5

compares the fODF and the dODF for various axon fibre configurations. An immediate

qualitative di!erence between the fODF and the dODF is that the dODF is a smoother,

less spiky function. Consider the straight parallel fibres configuration. As discussed in

section 2, the fODF is zero apart from a single spike in the fibre direction. The dODF is

much broader, although the peak is still in the fibre direction. Although water molecules

are most likely to move in the fibre direction, moves in other directions, even perpendicular

to the fibres, are still common. Axon fibres have finite inner diameter so accommodate

perpendicular moves, as does the extra-cellular space, which also contains di!using water

that contributes to the signal. Thus the dODF is non-zero for all directions, even for the

sharpest possible fODF. However, the broad structure of the two functions is similar; in

particular, the peaks are in similar directions.

The model-based approaches of the previous section do not recover an estimator of the

fODF directly, although we might consider the set of principal directions as an fODF

estimate that is non-zero only in a finite set of directions. Probabilistic tractography
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Figure 5: Illustration of ODFs for several simple white-matter configurations. The second

column shows the fODF for each configuration. The third and fourth columns show the dODF

and normalized dODF respectively for each white-matter configuration. The normalized dODF

is rescaled so that its minimum value becomes zero. This emphasizes the directional structure

of the dODF without a!ecting peak directions.
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techniques (see Chapter 16) often use the uncertainty on discrete fibre-orientation esti-

mates as an estimate of the fODF. The distinction between the uncertainty of discrete

fibre orientation estimates and the fODF is subtle but important. We shall refer to the

former as the uncertainty ODF (uODF), as it is also a probability distribution on the

sphere. The uODF in one direction is the probability that, under the assumption the

voxel contains n distinct fibre populations, one of those populations is in that direction;

strictly, the posterior distribution on the single direction. That probability is not the

same as the fraction of fibres with a particular orientation, which is the fODF. Like

the dODF, however, the uODF has similar structure to the fODF and provides a useful

estimate.

4.1 Di!usion Spectrum Imaging

Di!usion Spectrum Imaging (DSI) [21, 22, 23] attempts to measure p directly and makes

no assumptions about tissue microstructure or the shape of p. For an idealized pulse

sequence with infinitesimally short gradient pulses, p for di!usion time t is the Fourier

transform (FT) of the measurement A, as a function of wavevector q, with pulse sepa-

ration t. For this idealized pulse sequence with fixed t, A depends only on wavevector

q, which is a vector in 3D space that we can control by varying the gradient strength

and orientation (see Chapter 2). Di!usion spectrum imaging acquires measurements for

each of a grid of wavevectors. This configuration of samples a!ords use of an algorithm

called the fast Fourier transform (FFT), which provides a similar grid of samples of the

FT of the measurement function, i.e. p. Thus, DSI samples A on a grid of q and the

FFT provides samples of p on a grid of displacements x. The first two panels of figure 6
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Figure 6: 2D illustration of estimating the dODF using DSI. The left panel shows the mea-

surement function as a function of q. The white spots show the values of q at which we acquire

a measurement A(q) and have a grid formation. The second panel shows p, which is the FT of

A, together with the grid formation of displacement vectors at which the FFT provides a value

of p. To obtain the dODF (right), we interpolate the grid of samples of p and integrate along

radial lines through the origin, as the third panel depicts.

illustrate this step.

The acquisition scheme for DSI is very di!erent to the spherical acquisition schemes

we have considered up to now. For spherical acquisition |q|, and thus b, is fixed so all

wavevectors are equidistant from the point q = 0 and lie on a sphere in q-space. The

grid sampling scheme in DSI typically samples the whole interior of a sphere in a regular

grid of samples; figure 7 compares the two schemes.

The discrete representation of p we get from the FFT is not directly useful for estimating

the fODF, since it is a function of 3D space. The dODF comes from a simple projection

of p onto the sphere. The value of the dODF for each orientation is the sum of p at all

points on a line through the origin with that orientation (see figure 7, third panel). More

formally, the dODF #2 of p is [22]:
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Figure 7: 2D illustration of a grid sampling (left) and a spherical acquisition (right) for sampling

q-space.

#2(x̂) =

#

#

0

$2p($x̂)d$ (4)

where x̂ is a unit vector in direction of x. Di!usion spectrum imaging usually computes

#2(x̂) for each of a finite set of directions x̂ by taking steps along the line in direction

x̂, interpolating the discrete p to estimate its value at each step and summing the values

over all steps.

4.1.1 Limitations

The major limitation of DSI is the acquisition requirements. To cover the required 3D

grid of points in q-space typically requires an order of magnitude more measurements

than typical DTI spherical acquisition schemes acquire. Standard protocols typically

acquire 500-1000 measurements. In practise, image resolution must decrease to acquire

so many measurements in tolerable time.
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A further limitation is reliance on the FT. The Fourier relationship between p and A

relies on infinitely short pulses. In practise pulses are not infinitely short and have length

close to the di!usion time so depart significantly from the assumptions of the technique.

The e!ect is considerable blurring of p and the derived dODF, although strong peak

directions are not a!ected a great deal.

4.1.2 Acquisition Requirements

In the original work [21], Wedeen et al use an acquisition with 500 values of q and a

maximum b-value of 20, 000 smm"2. In [24], Kuo et al attempt to optimize the acquisition

scheme for DSI. They recommend a maximum b-value of 6500 smm"2 if the number of q

is 515 and a maximum b-value of 4000 smm"2 with 203 measurements.

4.2 QBall Imaging

QBall imaging (QBall) [25, 26] approximates the dODF that DSI estimates using mea-

surements from a spherical acquisition scheme. Acquisition requirements are therefore

more manageable than DSI although the approximation of the dODF introduces some

blurring, which reduces angular resolution and precision of peak directions.

The approximation of the dODF comes from a transform called the Funk Radon Trans-

form (FRT). The FRT is a transformation of spherical functions that maps one function

of the sphere to another. The FRT of a spherical function f at a point x̂ on the sphere

is the integral of f over the great circle C(x̂) that lies in the plane perpendicular to x̂

through the origin. The QBall approximation of the dODF is simply the FRT of the mea-

surement function on a shell in q-space (like those shown in figure 1). Mathematically,
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Figure 8: Steps of the QBall Algorithm. We start (left) with samples of A at fixed |q| with

various di!erent directions. We interpolate on the sphere to approximate the continuous A at

fixed |q| (panel 2). To sample the dODF in one direction, we sum the interpolated A around the

perpendicular equator (panel 3). We repeat the procedure in various directions to obtain many

samples of the dODF (panel 4). Finally, we may interpolate to approximate the continuous

dODF.

we can write this

#0(x̂) =

# #

0

A($x)d$ %

#

C(x̂)

A(q)dq̂, (5)

where q̂ = q/|q|. Figure 8 illustrates the procedure.

In the absence of noise, the approximation of #0 from the FRT on the right hand side

of equation 5 becomes closer as the fixed |q| or b-value of the measurements increases

[22]. However, in practise, noise becomes more significant as |q| increases and a good

balance needs to be found, [27] studies the trade-o! in simulation. Even at high |q|, #0

departs from the dODF, #2, that DSI recovers, because it lacks the $2 term in the integral

so weights the low-frequency centre of q-space more strongly than the higher frequency

parts.

The steps of the original QBall algorithm are
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• Interpolate the discrete set of measurements on the sphere in q-space to estimate

the measurement at each point on each contour C(x̂).

• Compute FRT by summing interpolated measurements on even steps around C(x̂)

to get samples of the dODF.

• If required, interpolate the dODF samples with a linear basis for spherical functions.

This means we represent #0 as a linear combination of a set of simple functions that

can be combined to approximate more complex functions:

#0(x̂) =
!

k

%k&k(x̂), (6)

where &k are the basis functions and %k are the weights.

These steps can be combined to a single matrix multiplication, which makes the QBall

algorithm computationally light. Tuch’s original implementation [25] uses radial basis

functions to interpolate A and represent #0. Appendix A provides a slightly di!erent,

but general implementation for any linear basis [27].

Figure 9 shows dODFs reconstructed using Tuch’s original QBall algorithm in each voxel

of the same slice as figure 4. For each glyph, we normalize the range of the dODF to [0,1]

to emphasize shape, as Tuch suggests in [22]. Figure 9b shows that the dODFs have single

peaks along the expected fibre directions in the corpus callosum. In the fibre-crossing

region, figure 9a, the dODF shapes reflect the orientations of the crossing fibres but may

not have separate peaks in each direction because the functions are too smooth. However,

the b-value in this dataset is lower than optimal for resolving two fibre directions using

QBall [22, 27].
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Figure 9: Spherical harmonic QBall dODFs in slice used in figure 4. The dODFs are overlaid

on a standard FA map. The regions of interest show dODFs for the same crossing-fibre region

(a) and single-fibre region (b) in figure 4.
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4.2.1 Limitations and Refinements

Later work [28, 29, 30] use spherical harmonics in place of the radial basis function for &,

which gives a more compact representation of #0 and avoids numerical computations as

the FRT has analytic form if A in equation 5 is a linear combination of spherical harmonic

functions. An important recent adaptation [31] estimates #2 from a spherical acquisition,

which provides significantly less smoothed out approximations to the dODF closer to

what we get from DSI. The approach requires some assumptions about the radial form

of A as a function of |q|.

A related method called the Di!usion Orientation Transform (DOT) [32] calculates a

variant of the dODF. The DOT is a single contour of p at fixed radius Ro. The single

contour of p is distinct from the dODF, which has contributions from all contours. In

practice, for sensible choices of |q| and Ro, the two functions appear similar.

4.2.2 Acquisition Requirements

In [25], Tuch uses an acquisition with 252 gradient directions at a b = 4000 smm"2.

Kuo et al [24] recommend using a b of 3000 smm"2 with 493 gradient directions and

2500 smm"2 with 253 directions. More recently, Tournier et al [33] show that QBall

with 80 gradient directions at b = 4000 smm"2 when SNR=95 can resolve 45! crossings

consistently but not 30! crossings using data acquired from the phantom of Lin et al [34].

Alexander [27] shows in simulation that, at SNR=16 with 54 gradient directions, QBall

gives best performance with b in the range 2000 " 2500 smm"2. At these settings the

method resolves two-fibre crossings consistently if the separation angle is 85! or above.

The method requires an increase in SNR to 24 or gradient directions to 100 to resolve
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three orthogonal fibres consistently.

4.3 Spherical Deconvolution

Spherical Deconvolution (SD) was originally proposed by Anderson [35] and indepen-

dently by Tournier et al [36] to recover the fODF directly, rather than some other function

with similar structure. The key idea is to consider the set of measurements as the sum

of measurements we would get from a fibre population with each orientation weighted by

the fraction of fibres with that orientation. Mathematically, each measurement is then a

convolution of the measurements R(q; x̂) for a single fibre population with orientation x̂

with the fODF, f ,

A(q) =

#

f(x̂)R(q; x̂)dx̂, (7)

where f is the fibre orientation distribution. Figure 10 shows a simple example for a

voxel containing fibres with two orientations only. In the example, f is non-zero in only

two orientations, so A is the sum of R rotated for each of those orientations. In general,

however, A will contain contributions for R rotated to all directions x̂.

Spherical Deconvolution aims to recover f by deconvolving the measurements with R.

The procedure requires a model for di!usion in a fibre population to obtain R. Reference

[35] models di!usion within fibres in a similar way to Behrens’ “ball and stick” model (see

section 3.2), i.e., p is a Gaussian but water molecules move only in the fibre direction.

With this model, R(q; x̂) = exp("td(q · x̂)2), where t is the di!usion time and d is the

di!usivity. Tournier et al [36] derive their response function directly from brain data by

calculating the average signal from the most anisotropic voxels. With a model for the
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Figure 10: Spherical Deconvolution. The response function R convolved with the fODF, f ,

gives the observed A. In the simple example, the convolution becomes a sum for two directions

as f is zero for all others.

response function, the deconvolution step reduces to a single matrix multiplication if we

use a linear basis to represent f . Appendix B outlines a general implementation for any

linear basis.

4.3.1 Limitations and Refinements

A major limitation of Spherical Deconvolution [6, 7] is its susceptibility to noise, which

often results in spurious peaks in the recovered fODF. Figure 11 illustrates this problem.

Each panel in the figure shows an fODF recovered from data synthesized from the ideal

fODF in figure 10 after adding a small amount of noise (SNR=20 at b = 0). The first

panel in figure 11 shows the fODF using the basic algorithm in appendix B. Several

regularization techniques have been developed to avoid the spurious peaks in the fODF

that the basic algorithm produces. Tournier’s original method [36] uses low-pass filtering

by downweighting higher-order terms in the spherical harmonic representation of f . This

reduces spurious peaks, but also reduces angular resolution, see figures 11 and 12b. More

recent versions [37] use Tikhonov regularization [38], which removes spurious peaks and
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Figure 11: Examples of the output of various Spherical Deconvolution algorithms. The unfil-

tered fODF has many spurious peaks. Downweighting high-order terms in the spherical har-

monic basis reduces spurious peaks at the cost of angular resolution (centre). Super-resolution

CSD (right) avoids spurious peaks while retaining angular resolution.

negative lobes in f while retaining high angular resolution (figure 11, panel 3). The

regularized versions of SD are known as constrained SD (CSD) and super-resolved CSD.

Alexander [39] uses a maximum entropy representation for f that is naturally positive

definite; see next section.

Figure 12 shows reconstructed fODFs using no filtering (12a), low-pass filtering (12b),

and super-resolved CSD (12c). The unfiltered algorithm output is very noisy; the regu-

larizations produce more reasonable fODFs. In particular, super-resolved CSD produces

FODs with sharp peaks and appears to have a good angular resolution.

Another limitation is the assumption thatR is the same for all fibre populations. However,

fibre-populations have di!erent cell sizes, densities, permeability and packing configura-

tions. Recent advances [9, 40] relax this assumption to some extent.
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Figure 12: Spherical Deconvolution fODFs in the slice used in figure 4 using a) no regular-

ization, b) low-pass filtering, c) super-resolution CSD. The main image shows fODFs from

super-resolved CSD.
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4.3.2 Acquisition Requirements

Tournier et al [36] use 60 gradient directions with b = 3000 smm"2, an SNR of 30 and

NEX of 3. Simulations show that Spherical Deconvolution can resolve crossings at angles

down to 40! with these settings although consistency is not clear. On phantom data

[33] with 80 directions, b = 4000 smm"2 and SNR of 95, super-constrained Spherical

Deconvolution resolves 30! crossings consistently.

4.4 Persistent Angular Structure (PAS) MRI

Jansons and Alexander’s PASMRI algorithm [41] computes yet another function of the

sphere called the persistent angular structure (PAS), which, like the dODF or DOT, is a

projection of p onto the sphere designed to have similar structure to the fODF. The idea

behind the PAS is to find a function that captures the angular structure of p that persists

in all contours. Formally, the PAS is the function p̃ of the sphere that, when embedded

in three-dimensional space on a sphere of radius r, has a Fourier transform that best fits

the normalized measurements.

In the original algorithm, Jansons and Alexander derive a maximum-entropy parametriza-

tion of p̃:

p̃(x̂) = exp

$

'0 +
N
!

j=1

'j cos(rqj · x̂)

%

, (8)

where the parameter r controls the smoothness of p̃ and a non-linear optimization fits the

parameters 'j, j = 0, ..., N to fit p̃ to the measurements. This parametrization provides a

representation for the PAS function that is optimal in the sense that it imposes the least

information of its own on the recovered estimate. Alternative implementations [39, 42]
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replace the maximum-entropy representation with more familiar linear basis representa-

tions such as spherical harmonics. Although linear bases make recovering the PAS much

quicker, they are less able to capture its true shape. In particular, the maximum-entropy

representation is naturally positive definite, like p̃ and the fODF, and can represent very

spiky functions that smooth linear bases cannot.

Figure 13 shows the recovered PAS in each voxel of the same brain slice used previously.

The PAS functions have much sharper peaks and appear more consistent with each other

in fibre-crossing regions (figure 13a) than the output of other methods we have covered.

However, the computation time for the algorithm is significantly higher because it requires

non-linear fitting.

4.4.1 Limitations and Refinements

Like the dODF or DOT, the PAS is a property of p rather than the true fODF. Further-

more, in common with those methods, the precise relationship between p̃ and the fODF is

unclear. Spherical Deconvolution methods have a theoretical advantage that their output

relates directly to the fODF, which is the quantity of interest. However, [39, 42] show the-

oretical simularities between PASMRI and Sperical Deconvolution. In particular, the PAS

is simply a deconvolution using the response function R(q; x̂) = r"2 cos(rq · x̂). We can

replace the maximum entropy parameterization of & with a linear basis to recover a linear

representation of the PAS using exactly the deconvolution implementation in Appendix B.

More interestingly, we can implement Spherical Deconvolution using the maximum en-

tropy representation developed for PASMRI, as in [39]. Although the maximum-entropy

representation increases the computation time of Spherical Deconvolution considerably,
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Figure 13: PASMRI on the slice used in figure 4. The regions of interest show the reconstruc-

tions for the same crossing-fibre region (a) and single-fibre region (b) in figure 4.
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it allows recovered fODFs to be guaranteed positive and have very spikey shapes with

the potential to better capture the true fODF of coherent white-matter.

Non-linear optimization and numerical integration make the PASMRI algorithm much

slower than deconvolution and QBall as implemented above [27]. However, recent work

[43] optimizes the PASMRI algorithm to produce dramatic reductions in computation

time that make the procedure more manageable. Further refinement [44] shows that we

can reduce the number of basis functions dramatically without comprising performance,

which makes further major savings in computation time. In combination, these refine-

ments make the algorithm a viable approach; they are available in the latest versions of

the Camino toolkit [45], www.camino.org.uk.

4.4.2 Acquisition Requirements

Alexander [27] shows in simulation that at SNR=16 with 54 gradient directions, PASMRI

gives the best performance when b is in the range 1500"2000 smm"2. With these settings

the method resolves two-fibre crossings consistently if the separation angle is 60! or above.

The method recovers two or three orthogonal crossings consistently with the number of

gradient directions as low as 30 at SNR=16.

4.5 Summary

This table below provides a summary of the pros and cons of each method.
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Method Acquisition requirement Computation time Accuracy Bias

Two Tensor low/medium medium medium low

Ball and Stick low medium medium low

PASMRI medium high high low

PASMRI (optimised) medium medium high low

SD (low-pass filtered)
medium low medium medium

(peak finding medium)

SD (CSD) medium medium high low

DSI very high medium high medium

QBall
medium/high low medium/low high

(peak finding medium)

DOT medium/high medium medium low

5 Derived Information

The methods in section 4 output spherical functions that can be used directly for quali-

tative analysis but require further processing to extract useful quantitative information.

This section outlines techniques for extracting useful information from these spherical

functions. The section starts with general methods for estimating peak directions. It goes

on to describe broad scalar indices of shape, such as Generalized Fractional Anisotropy,

and measures of peak curvature that may give further insight into the true white-matter

architecture.
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5.1 Principal Directions

The peaks of the fODF provide estimates of the dominant fibre orientations. Most rep-

resentations of spherical functions, i.e. linear bases such as spherical harmonics or radial

basis functions or non-linear representations such as equation 8, do not have general ana-

lytical expressions for peak directions so we have to search for peaks numerically. Jansons

and Alexander’s algorithm [41] samples the spherical function in each of a large number

of evenly distributed directions and identifies locally maximal samples, i.e. those that are

greater than any other samples within a ‘search radius’. They use a Newton method to

refine the exact positions of each local maximum and finally discard duplicates. Haroon

et al [46] speed up the process by fitting a quadratic surface local to each maximum which

provides an analytic approximation.

Numerical search for peak directions is computationally expensive and typically depends

linearly on the number of parameters in the representation of the spherical function. For

fast linear methods like QBall and Spherical Deconvolution, computation for peak finding

can be orders of magnitude greater than the initial reconstruction. More recently, Bloy et

al [47] provide an analytic expression for peak directions of spherical functions represented

as symmetric tensors (equivalent to spherical harmonics), although the approach is not

practical for high orders.

5.2 Generalized Fractional Anisotropy

In [25], Tuch defines the Generalized Fractional Anisotropy (GFA) as an analogue for

QBall of the FA in DTI. The FA is a measure of variation of the DT eigenvalues that is
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independent of their magnitude. In a similar way, the GFA is a measure of variation of

the dODF, #. Mathematically,

GFA =

&

'

(#(x̂)" #̄)2dx̂
'

#(x̂)2dx̂

(

1

2

, (9)

where #̄ = (4()"1
'

#(x̂)dx̂. The definition extends to any other function of the sphere

and we can compute the GFA of any fODF, PAS, uODF, etc in exactly the same way.

In fact, Tuch [25] provides a discrete version of equation 9 that works with samples of #,

but the continuous version above is more generally useful, since some of the integrals are

often analytic, particularly for functions represented using spherical harmonics.

Higher-order moments are also possible,

Mn =

&

'

(#(x̂)" #̄)ndx̂
'

#(x̂)ndx̂

(

1

n

, (10)

and the Camino toolkit [45] implements generalized skewness (M3) and kurtosis (M4).

Higher-order moments may provide other useful information that is complimentary to

the fractional anisotropy and reflect features of the fibre configuration that the GFA

is insensitive to, although no exploration of this idea is in the current literature. For

example, M3 provides an analogue of the DT skewness (see chapter 3).

5.3 Peak Hessians and Peak Anisotropy

It is a mistake to assume that the output of any of the methods in section 4 gives an exact

reconstruction of the fODF. For some algorithms, the di!erence is explicit, since, as we

have seen, the dODF and fODF are di!erent quantities. Even for spherical deconvolution
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Figure 14: Example peak shapes for a variety of plausible white-matter configurations in each

voxel. In the crossing-fibre case, there are two peak anisotropies, one for each peak.

methods however, several factors cause departures of the reconstructed fODF from the

true fODF: Choice of linear basis or representation a!ect the recovered shape, models of

R simplify processes in brain tissue and noise, smoothing and regularization add further

artifacts.

How well di!erent reconstructed functions reflect the true fODF remains an open ques-

tion. Peak directions appear to correspond within known fibre directions. Furthermore,

we tend to observe di!erent peak shapes in regions with di!erent configurations. In

particular, as noted in section 2, fanning and bending configurations can produce paddle-

shaped peaks with an anisotropic cross-section, see figure 14.

The Hessian, or matrix of second partial-derivatives, describes the curvature of a function.

The trace of the Hessian provides a measure of peak sharpness. The distribution of

Hessian eigenvalues indicate peak anisotropy and the eigenvectors of the Hessian show the

orientation of the major axes of the cross-section of an anisotropic peak. Seunarine et al
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[48] show that the peak anisotropy reflects the underlying distribution of fibre-orientations

in a voxel in various brain regions. In [48], the Hessian is computed numerically by

evaluating the spherical function at slightly displaced positions in two locally orthogonal

directions. The peak anisotropy is defined, in a similar way to the FA of the DT, as the

variance of the Hessian eigenvalues. Figure 15b shows a colour-coded peak anisotropy map

over a single axial human brain slice. The map uses the largest peak of the PAS function

in each voxel. The intensity is the peak anisotropy, the colour shows the orientation of the

principal axis of the peak cross-section using the familiar colour encoding. In the corpus

callosum the peak anisotropy is low suggesting straight parallel fibres. The cortico-spinal

tract has significant anterior-posterior fanning. Accordingly, we see high peak-anisotropy

with anterior-posterior (green) orientation.

6 Applications and Exploitation

This section discusses applications of the models and algorithms covered earlier in this

chapter. Specifically, we describe applications to tractography algorithms to allow them

to exploit the extra information. The results of the tractography algorithms described

below have been shown to be more consistent with known anatomy than single fibre

approaches [16, 49], see Chapter 16.

6.1 Deterministic Tractography

Several methods have been suggested for extending deterministic tractography to the

multi-fibre case. Basic streamline tractography algorithms are simple to adapt to exploit
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Figure 15: Images of a) the standard colour-coded principal direction map from the DT

weighted by FA of the full three dimensional DT. Red indicates left-right; green indicates

front to back; blue top to bottom; intensity is FA. b) Colour-coded peak major axis orientation

weighted by peak anisotropy for the dominant PAS peak. We highlight a region of the corpus

callosum (red box) and the cortico-spinal tract (yellow box).
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multiple fibres in each voxel. The basic extension simply requires a method to choose

which of the multiple directions to follow at each step. The simplest strategy [50] picks

the direction that aligns most closely with the previous step. Hagmann et al [51] use the

same strategy to generate streamlines from DSI data. Perrin et al [52] use the shape and

peak orientation of the QBall dODFs to influence the paths of the streamlines at each

step. A more comprehensive treatment of tractography is presented in chapter 16.

6.2 Probabilistic Tractography

To extend probabilistic tractography algorithms to exploit multiple fibre directions re-

quires one additional piece of information which is a model of the uncertainty of each

fibre-orientation estimate.

Parker and Alexander [15] and Cook et al [53, 54] generalize calibrated Probabilistic

Index of Connectivity (PICo) to use multi-tensor models and improve tracking through

fibre-crossings. As with the original implementation, the FA of each tensor predicts

the uncertainty or uODF described at the start of section 4. Parker and Alexander [49]

extend calibrated PICo to exploit PASMRI and QBall. They use peak directions as fibre-

orientation estimates, of which there may be several in each voxel. In place of the FA

of the DT, they use the sharpness of the peak (calculated from the Hessian as in section

5.3) to predict the uncertainty of the estimate. Seunarine et al [48] extend the method

further by mapping the peak shape (eigenvalues of the Hessian) to the parameters of the

Bingham distribution, which accounts for complex configurations such as fanning and

bending.

Haroon et al [46] and Berman et al [55] use the wild bootstrap and residual bootstrap
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algorithms respectively to obtain samples of the uODF using QBall. Hosey et al [8] and

Behrens et al [16] use multiple fibre “ball and stick” models (see section 3.2) with Markov

Chain Monte Carlo (MCMC) to obtain uODF samples. Fonteijn et al [56] estimate the

uODF from spherical harmonic QBall dODFs using MCMC. Both the bootstrap and the

MCMC techniques are described in Chapter 16.

7 Summary

This chapter has reviewed the main multiple-fibre compartment models and multiple-fibre

reconstruction algorithms used in di!usion MRI. Although many more exist, we have

aimed to give a conceptual overview. These algorithms seek to recover the orientations of

the multiple fibre populations in each voxel of an image volume. One class of algorithms,

including QBall, DOT and PASMRI estimate features of the particle displacement den-

sity, p, that are spherical functions with peaks that provide fibre-orientation estimates.

The aim is usually to recover the distribution of fibre orientations or fODF. However,

the relationship between p and the fODF is complex and unclear. Spherical deconvo-

lution methods estimate the fODF more directly, but rely on overly simple modelling

assumptions. Outstanding issues remain in Spherical Deconvolution of what models pro-

vide the most accurate fODFs. Choice of representation of spherical functions remains

an important issue, since linear representations lack flexibility and non-linear ones re-

quire long computation times. Validation also remains an important issue. Alexander

[27] evaluates and compares various algorithms in simulation; Tournier et al [33] make

comparisons using phantom data. All the methods in section 4 produce spurious peaks

in isotropic regions and techniques to distinguish genuine angular structure from noise
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are important for proper exploitation. The various derived quantities we discuss in sec-

tion 5 provide some robustness to noise that allows exploitation for tractography and

connectivity mapping, but further work is required to refine these techniques.

We have outlined each of the methods, as well as some of the main techniques for exploit-

ing the information they provide. Non-parametric reconstructions have the advantage of

being able to recover multiple peaks in each voxel without the requiring prior knowledge

of the number of fibre populations. Model-based approaches have a clearer link to the

underlying microstructure due to their explicit modelling of certain features of the tissues

(for example hindered and restricted compartments). If the model approximates the un-

derlying structure well, they can provide useful insight into the microstructure and may

also have higher precision.

In summary, although the multiple-fibre techniques we have discussed clearly provide

additional insight beyond the basic models in di!usion MRI, extracting reliable quanti-

tative information can be di"cult. Much work remains to validate the techniques and

quantify what features of their output are reliable and meaningful. Other open questions

remain, such as the trade-o! between image resolution or voxel size and the number

of measurements we can acquire in each voxel. Increasing image resolution can avoid

mixing fibre populations in single voxels so that simple models su"ce. However, signal

decreases as image resolution increases and partial volume e!ects will still occur even

with very small voxels as we cannot avoid having voxels spanning tissue interfaces. As

resolution decreases, the configurations within single voxels become more complex, but

we can aquire more measurements with higher signal that support more complex models

to separate the e!ects.
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We mentioned fanning and bending configurations produce similar fODFs. In fact, many

quite di!erent configurations can have similar fODFs and the methods we have described

are unable to distinguish them. Future methods may use more global knowledge of fibre

geometry to separate these configurations, see for example [57].
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A QBall Implementation

First, the measurements A(q) must be interpolated in order to obtain the equator points.

The interpolation is implemented as a sum of linear basis functions )(q),

A(q) =
J
!

j=1

*j)j(q) (11)

where *j is a basis function weight. In matrix form this becomes

A = Y" (12)

where A = (A(q1), ..., A(qN))T , " = (*1, ..., *J)T and Yij = )j(qi). The dODF can then

be calculated at a set of points over a sphere. The dODF is represented using a second
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sum of linear basis functions, i.e.

#0(x̂) =
K
!

k=1

%k&k(x̂) (13)

Substituting the basis function implementations back in equations 11 and 13 in equation 5

gives

#C = $" = $Y$A (14)

where #lk = &k(x̂l), $kj =
'

C(x̂k)
)j(q)dq̂ and C = (%1, ..., %K)T . The matrix #$$Y$

is not dependent on the measurements (A(q1), ..., A(qN)) and therefore only has to be

computed once.

A range of basis functions can be used in the implementation of this method. Tuch uses

the radial basis function

&k(x̂) = exp(" cos"1(|x̂ · ŷk|)/+
2) (15)

where + is a scaling parameter and the ŷk, k = 1, ..., K, are unit vectors evenly distributed

on the sphere. Others [28, 29, 30] use spherical harmonics.

B Spherical Deconvolution Implementation

If we represent the FOD using a linear basis so that

f(x̂) =
K
!

i=1

%i&i(x̂) (16)

and substitute into equation 7, we see that

A(qi) =
K
!

i=1

%k

#

&k(x̂)R(qi; x̂)dx̂ (17)
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Deconvolution is then linear since B = X$A, where A = (A(q1), ..., A(qN))T is the set

of di!usion weighted measurements in a voxel, B = (%1, ..., %K)T is the weights of the

basis functions that define the FOD and X$ is the pseudo inverse of the matrix X with

elements Xik =
'

&k(x̂)R(qi; x̂)dx̂. Since the qi, i = 1, ..., N are the same for each voxel,

we need to compute X and X$ only once.
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