
Table 1: The parameter set used in LCS/NN experiments.

Population Size 75
Initial Percentage of #s 0.7
Initial Learning Rate � 0.016
Error Tolerance � 1.05
� Increase Factor i 1.05
� Decrease Factor d 0.70

Crossover Probability pc 0.82
Mutation Probability pm 0.01
Hash Probability ph 0.10

Reproduction Block Size nb 2
GA Frequency nGA 250
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7 Final Comments

The LCS/NN analogy presented clari�es the relationship between the two techniques. Moreover, the material
presented indicates that NN and LCS research can be tied together to both areas' mutual bene�t. The
primary issue in the LCS/NN analogy presented here is the use of the GA to evolve diverse populations
where individuals co-adapt to solve problems. Experiments presented show that in an LCS-like neural
network, the GA is able to evolve a compact, functional NN with co-adapted, cooperative hidden layer
nodes. The co-adaptive approach seems to have many computational advantages, and is an extension and
re�nement of the natural analogy on which GAs are based. However, co-adaptation is a relatively new
GA research area, and an area that deserves careful analytical and experimental study on its own. The
combination of LCS and NN technology suggested in this paper seems to be a fertile �eld for this research.
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6 Discussion of the GA/NN System

The majority of this paper has focused on the LCS/NN analogy. However, the results of the LCS-like
GA/NN system presented above merit some discussion on their own. This system shows a great deal of
promise for evolving NN connectivity. Connectivity in NNs is of key importance, since large, fully-connected
nets can be computationally unwieldy. Limiting connectivity improves computational performance of a NN
in several ways. First, it decreases the number of computations needed for calculating NN output. Second,
it decreases the number of weights needed to adjust to train the network. Third, it improves the ease of
hardware implementation, since large, fully-connected networks can be di�cult to fabricate in compact VLSI
chips.

Fourth, updating of weights in a network with limited connectivity (limited receptive �elds) can be
\spatially localized" (Werbos, 1992). That is, when an input is in a given receptive �eld, one need only
update weights in that receptive �eld. This prevents the need to tune the entire network to handle all
regions of the space. This can speed network training beyond the simple increase associated with fewer
weights, by avoiding what Fahlman (1990) refers to as the \moving target" problem, where the changes in
the networks behavior at one node cause the demands on another node to change, thus slowing the process of
e�ective weight training. Spatially localized learning may also be helpful in certain control problems, where
the plant process may cause the network to dwell for long periods of time in one part of the input space.
In fully connected nets, the network could tend to forget other regions of the space, and concentrate on
adapting to the current inputs only. If receptive �elds spatially localize the learning, this forgetting process
can be avoided.

The GA/NN process discussed here is a promising technique for evolving receptive �elds in NNs. The
system operates with a whole network at a time, and evolves new nodes in response to the existing network.
The approach di�ers from Fahlman's cascade correlation (Fahlman & Lebiere, 1990), where nodes are only
added, and are added one-at-a-time. This approach could lead to myopic e�ects in its search of the connec-
tivity space. The global search process of the GA has the advantage of adaptively adding and subtracting
nodes as the network evolves.

Unlike GA studies that focus on a population of networks, the system suggested here needs only evaluate
a single network at any time step. This may have substantial computational advantages. The scheme relies
on a GA that performs co-adaptation, which is an area that has only received limited attention. However,
early studies (Forrest et al., 1993; Smith et al., 1993) indicate that co-adaptive systems are a promising new
area for GA application.

The experiments presented here suggest many avenues for future investigation with similar, co-adaptive
GA systems in NNs. These include the following:

Competitive networks that incorporate co-adaptive GAs.

Other types of adaptive receptive �elds including radial basis functions (Narendra, 1992), with GA-
speci�ed center and spread.

\Triggered" GA operators (Booker, 1989), to sensitize the GA's actions to changes in the NNs weight-
changing process.

Extensions to the duplicate elimination scheme that consider eliminating near-duplicate nodes, or
allow some controlled amount of node duplication.

Full backpropagation where input-to-hidden connections are manipulated by the GA, but also incorporate
tunable weights.

Recurrent networks that implement the functionality of LCS internal messages.

Reinforcement learning problems where the network must employ Q-learning or other temporal di�er-
ence update schemes.
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probabilistically juxtaposed via GA recombination. Groups of two or more rules are likely to have long
de�ning lengths, and therefore cannot function as building blocks. Thus, the propagation of an individual
rule is probabilistically separated from the propagation of other rules, such that each rule must behave well
on average when juxtaposed with a variety of other rules. This encourages the disjunctive normal form rules,
which behave well on average in any rule set. In the system presented here, rules are juxtaposed only through
their action together, and the long-term action of selection. Therefore, disjunctive normal form classi�ers are
less likely to be encouraged. Building blocks in this approach are segments of rules whose �tness remains a
function of the existing rule set over a long term. Thus, the �tness and propagation of these building blocks
is fully co-adapted to the existing, previously evolved network structure.

The disjunctive normal form has the equivalent of 8 hidden nodes and 50% connectivity, for a total of
8 � 6 � 0:5 = 24 input-to-hidden layer connections. The GA evolved network has 24 hidden nodes and
28.5% connectivity, for approximately 24� 6� 0:285 � 41 input-to-hidden layer connections. Therefore, the
GA-evolved network is less e�cient than the disjunctive normal form. However, the perceptron networks
evolved in Wilson's study did contain some \nodes" other than the disjunctive normal forms in the �nal
solution, although these had small weights. Wilson's study also did not automatically eliminate duplicate
\nodes". Therefore, a direct comparison of the �nal network e�ciencies in these two studies is di�cult.

Wilson's \Pitt"-like system took on the order of 400,000 input trials to obtain a near-zero error on the
six multiplexer. By comparison, the GA/NN scheme presented here required approximately 1800 epochs
� 64 input trials per epoch = 115,200 input trials to obtain zero error. This is consistent with Wilson's
assertion that \Michigan" LCS systems can �nd low error solutions more e�ciently in this problem. Wilson
reports experimental evidence to this e�ect (Wilson, 1990). However, once a low error solution is found,
the GA/NN system presented here spends much of the remaining time in the run re�ning its network for
lower numbers of hidden nodes and lower connectivity. Once again, a direct comparison of Wilson's study
to the work presented here is di�cult. However, the results do indicate that the LCS-inspired, co-adaptive
scheme can be e�ective in �nding useful, low-connectivity networks, without the computational overhead of
evaluating populations of networks.
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GA acts. Note that even after the network has acquired good performance, the GA continues to eliminate
unnecessary nodes and connections, and re�ne the network. By considering the error plot (Figure 4) again,
one can see that these re�nements occur while maintaining good performance. The occasional disruptions
in performance caused by the GA (spikes in the error curve) seldom result in more than three errors in the
training set. These errors are quickly corrected by weight training. The network remains relatively stable
under the action of the GA. This stability is also reected in the attening of the �tness versus generation
graph shown in Figure 7.

The �nal network in the run has 24 hidden layer nodes and 28.5 percent connectivity in the input-to-
hidden layer. In experiments with no GA, a similar number of hidden layer nodes, and a similar percentage
of random input-to-hidden layer connectivity, the delta rule alone consistently failed to learn the multiplexer
mapping.

The input-to-hidden connections of the GA-evolved network are shown in Hinton-diagram form (Rumel-
hart & McClelland, 1986) in Figure 8. In this �gure, a square containing a + represents an excitatory
connection, an empty square represents an inhibitory connection, and dot without a square represents no
connection. Each row in this diagram can be translated into a classi�er condition. For instance, the last row
represents the condition #0####. Note that the fully general classi�er (######) appears as the �rst
node listed in the network. This node �res at all times, and e�ectively serves as an extra bias to the output
node. The other nodes are co-adapted to this bias.

Unlike the results in Wilson's GA/perceptron study, this network does not obviously show any of the
rules expected from a disjunctive normal form representation of the multiplexer function. In fact, taken
alone, some of the classi�ers suggested in this network seem completely incorrect. However, one must recall
that these nodes act cooperatively. One should realize that Wilson's networks were also cooperative, and
ask why clear disjunctive normal forms evolved in his system, but did not evolve here. The authors believe
that the answer is in the di�erence between a \Pitt-approach" system and a \Michigan-approach" system.
In Wilson's \Pitt"-like system, rules are juxtaposed against one another via crossover. The e�ect is to
treat rules as building blocks in the GA schema theorem (Holland, 1975). These rule building blocks are
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4.4 The Node Fitness Function

Wilson's GA/perceptron study used the average score on the �rst 100 trials as the �tness basis for GA
reproduction. This was appropriate, since the experiments considered complete networks as GA individuals.
In LCS studies, strength (an estimate of average reward) of each classi�er is typically used as a �tness value.
In this study, neither of these values seemed appropriate. To derive an e�ective �tness measure, Fahlman's
cascade correlation system was used as an inspiration (Fahlman & Lebiere, 1990). In this system, new nodes
are incrementally added to a NN to re�ne its performance. When a new node is added, it is initially not
connected to the network's output nodes. The new node's input weights are adjusted such that its output is
maximally correlated (either negatively or positively) to the existing error of the network. At �rst this seems
paradoxical, but it is easily explained. If a node's output correlated to an existing error, then when it is
connected to the network's output, adjustment of the weight on the new node's output can have maximum
e�ect on correcting the existing error. If the correlation is positive, then the weight can be adjusted towards
a negative value. If the correlation is negative, then the weight can be adjusted to a positive value. This is
automatically handled by a gradient descent procedure tuning the output weight.

To maintain a parallel to the LCS, it was desired to design a �tness that was assigned case-by-case over
the input training set. Thus, given past LCS studies, and the suggestions of Fahlman's work, the following
�tness assignment procedure was used. The technique accumulates each classi�er's �tness through summing
a series of �tness \points" over the training cases. For each training case:

� Error was rounded to give either zero (no error) or one (maximum error).

� If the rounded error was zero, nodes (classi�ers) that �re divide one point of �tness between them.
This reects a negative correlation between �ring and error.

� If the rounded error was one, nodes (classi�ers) that �re divide one point of �tness between them. This
reects a positive correlation between �ring and error.

� If the rounded error was zero, nodes (classi�ers) that did not �re divide one point of �tness between
them. This reects a positive correlation between not �ring and no error.

Essentially, these points indicate that the only bad action a classi�er can take is to not �re when there was
error. It was found that to further encourage the GA's development of an e�ective network, the following
addition to the �tness measure was helpful:

� If the rounded error was zero, each node that �res receives a point of �tness, divided by the number
of nodes that �re, times the absolute value of each node's output weight.

The �tness points are summed over all training cases. The division of each �tness point by the number of
nodes acts as a primitive form of �tness sharing (Deb, 1989; Goldberg & Richardson, 1987; Smith et al.,
1993) that encourages co-adaptation of a diverse set of cooperative nodes. It is similar to the division of
reward used in other LCS studies (Booker, 1982; Wilson, 1987).

5 Experimental Results

The system described above was run with the parameters show in Table 1. Note that the network is started
with relatively low connectivity (a high initial percentage of #s). It was found that this encouraged better GA
performance, presumably by providing an initially high rate of �ring, and a high rate of error against which
to correlate. Experiments with other parameters have been conducted with qualitatively similar results.
However, over the experiments conducted, the results presented here best illustrated the GA's e�ects.

Figure 4 shows the SSE performance of the network as weight training and the GA operate. The abscissa
indicates the NN weight training epoch. Note that in the �rst 2000-4000 epochs (corresponding to the
�rst 8-16 GA generations) the GA signi�cantly changes the rate-of-change of performance of the NN weight
training. Once the network is below a SSE of 100 = 1, the network is essentially performing the multiplexer
problem perfectly.

Late in the run, the performance of the GA is best reected by examining the changes in the number
of hidden layer nodes (see Figure 5) and the percentage connectivity of the network (see Figure 6) as the
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4.2 The Genetic Algorithm

The GA operates in the typical fashion for \Michigan" LCSs. After a number of LCS cycles (NN weight-
training epochs), the GA selects a block of nb highly-�t individuals for reproduction, recombination, and
mutation. The resulting children replace a set of poorly-�t classi�ers. In this study, the block of classi�ers
to reproduce were selected by stochastic universal selection (Baker, 1987). Two-point crossover was used
for recombination with probability pc. Point mutation was used with probability pm. When 0 connections
are mutated, they change to 1s or -1s with equal probability. When 1 connections are mutated, they change
to -1s with probability (1 � ph) and to 0s with probability ph (where ph is the probability of a # in the
LCS analogy). When -1 connections mutate, they change to 1s with probability (1 � ph), and to 0s with
probability ph. The least �t classi�ers were deterministically selected as the block to replace.

In implementing the system, it was decided that allowing nodes in the neural network whose input
connectivity duplicated that of other nodes would unnecessarily complicate the GA/NN hybrid learning
process. In the test problem, if the GA was to add a node with a receptive �eld that duplicated that of
an existing node, the weight update procedure would need to tune the new node's weight, along with the
old node's weight, such that the combination of the two nodes had the same e�ect as the old node acting
alone (e.g. the sum of their weights would equal the old node's previous weight). This is clearly unnecessary
computation. However, the GA must create duplicates as a part of its evolutionary process. Therefore,
the following procedure was used. In the NN, each node represents all nodes suggested by the GA that
have identical receptive �elds. Therefore, all nodes have unique receptive �elds. This has the added bene�t
that it allows the GA to e�ectively adjust the number of hidden layer nodes. The maximum number of
hidden layer nodes is the population size. If the GA introduces a node which has one or more existing
duplicates in the population, one need not consider giving the new node, an output weight, since it already
has a weight given by its duplicates. If the GA introduces a new node that is unique, that node is given
the average of its parent's output weights as its initial weight. The duplicate elimination procedure only
e�ects the operation of the NN. A count of the number of duplicates of each node is maintained. The GA
acts on a complete, constant-sized population that contains duplicates, as indicated by the node counts.
This procedure is similar to that used by Wilson in other LCS studies (Wilson, 1987), where one classi�er
e�ectively represents a group of duplicates.

4.3 Updating NN Weights

The delta learning rule used in this study was supplemented by a scheme to adaptively tune the learning rate
(Vogl, Mangis, Rigler, Zink, & Alkon, 1988). Speci�cally, a hidden-to-output weight is adjusted as follows:

wt+1

i
= wt

i
+ ��wi

where

�wi = ( d� o) �
@f(~w � ~x)

@wi

and d is the desired output, o is the actual output, f is the output node's activation function (in this case a
hyperbolic, or bipolar, sigmoid), and � is the learning rate, which is tuned as follows.

After each evaluation of the NN over all the training cases, the sum-squared error (SSE) is evaluated:

SSE =
X

(d� o)2;

where the sum is taken over all training cases. This SSE is compared with the previous SSE. If the new SSE
is less than the old SSE times a tolerance factor �, the weights get updated by the delta rule, and the learning
rate � is increased by a pre-set percentage i. However, if the new SSE is greater than the old SSE times the
tolerance factor the learning rate � is decreased by a pre-set factor d, and the net is re-evaluated without
updating the weights. This process continually changes the learning rate. In the experiments discussed here,
the learning rate was reset to its initial value after every GA application, to allow the rate to re-adapt to
the new condition of the network. It was found that the adaptive learning rate procedure greatly increased
NN learning speed.
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system as a model for genetic reinforcement learning, and vice versa (Farmer, Packard, & Perelson, 1985,
1986; Forrest, Javornik, Smith, & Perelson, 1993; Smith, Forrest, & Perelson, 1993). Although the actual
mechanisms of somatic recombination are di�erent from those of a GA, such recombination in brains suggests
that the use of a GA in neural network formation may have indirect biological foundations.

There is an important distinction between the suggested use of GAs to determine connectivity and typical
GA optimization applications. In most optimization applications, the GA must �nd a single individual that
speci�es a solution. When �nding a set of nodes in an interconnected network, the GA must simultaneously
form a set of individuals that jointly perform useful computation. This co-adaptive (Forrest et al., 1993;
Smith et al., 1993) application of a GA di�ers substantially from usual optimization applications.

4 Implementing the Analogy

To clarify the analogy suggested, a LCS-like NN was implemented and tested. Since the analogy in this paper
was inspired by Wilson's (1990) work on evolving perceptrons, this paper will construct an experiment that
is parallel to those presented by Wilson.

In Wilson's study, he constructs a GA experiment where each GA individual represents a network of
16 hidden layer nodes (which imply logical predicates over the binary input space). These nodes feed their
outputs into a single threshold unit. The hidden layer nodes are of the classi�er-like form discussed above.
They have binary output, hard threshold activation functions, with biases that equal (slightly less than) the
number of input connections. The output unit applies a threshold to a weighted sum of the hidden node
outputs to determine the overall network output. The hidden-to-output node connections are tuned via the
standard Widrow-Ho� learning rule (Widrow & Stearns, 1985).

Wilson tests these networks on a multiplexer problem. This is a highly nonlinear problem that cannot
be learned by a single layer perceptron. Other LCS studies have also considered this problem (Booker, 1989;
Wilson, 1987). It is a worthwhile problem for the LCS, since it can be solved with rules that evolve a high
degree of generalization. Simply stated, multiplexer problems are of the following form:

1. Consider input strings of length n+ 2n; n = 1 ;2; 3 : : :, and binary outputs.

2. Decode the �rst n bits (the address bits) of an input string as a decimal integer i.

3. The correct output for the given input is the ith bit of the remaining 2n bits (the data bits).

Wilson considers the six bit multiplexer (n = 2).
Although Wilson's study (1990) considers the syntactic analogy between LCSs and the logical predicates

dictated by hidden layer receptive �elds, it considers a population of networks in the GA. Thus, it is most
similar to a \Pitt-approach" LCS. The experiments presented here are attempting to naturally extend this
work, by considering an identical system, but with a population of nodes, thus making it more similar to
a \Michigan-approach" LCS. As was noted above, the primary di�erence in the LCS and other GA/NN
studies is the use of a co-adaptive GA. Therefore, this seems an appropriate demonstration of the LCS/NN
analogy suggested here.

4.1 Implementation Details

The system employed here uses a hidden layer that is similar to that used inWilson's study. Input connections
are shaped by the GA, and have weights that are either excitatory (1, corresponding to a 1 in a classi�er
connection), inhibitory (-1, corresponding to a 0 in a classi�er condition), or not connected (0, corresponding
to a # in a classi�er condition). Biases are slightly less than the number of non-zero input connections.
Binary output, hard threshold activation functions are used in this layer. The output node is a bipolar
sigmoid, with hidden-to-output weights tuned by the delta learning rule (Rumelhart & McClelland, 1986).
Six fan-out input nodes correspond to the six input bits. Weights are trained in the \batch" fashion, where
weights are held �xed until updates are calculated for every training input pattern, and then the updates
are applied all at once.
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Figure 3: An LCS with internal messages as a recurrent neural network.

Under this scheme, the competitive aspect of the LCS is removed, and continuous-valued weights are added
to classi�er outputs. Fully matched classi�ers all output 1, while unmatched classi�ers output 0. A weighted
sum of classi�er output values determines an overall output value. This yields a continuous output vector.
A threshold can provide binary output. As Wilson has noted, this LCS scheme is remarkably similar to the
Cerebellar Model Articulation Controller (CMAC) neural network architecture (Albus, 1975).

With the addition of tunable weights, developments in the LCS applied to reinforcement learning can
also be tied to supervised learning. In fact, it is easy to see that if tunable weights were added to all the
connections implied by classi�ers, and sigmoidal activation functions were employed, the scheme described
would be equivalent to a standard three-layer backpropagation network.

The previous discussion indicates that LCS mechanisms are easily mapped to common NN mechanisms.
So, what is the di�erence between LCSs and NNs? The primary aspect of an LCS that this discussion has
overlooked is the GA. Several past studies have used the GA to search for weights, either as a substitute
or as a supplement for backpropagation (Caudell & Dolan, 1988; Scha�er, Whitley, & Eschelman, 1992;
Whitley & Hanson, 1989; Whitley, Dominic, & Das, 1991). Notable exceptions are studies that use a GA to
�nd both weights and connectivity (Torreele, 1991), or connectivity only with backpropagation tuning the
weights (Harp, Samad, & Guha, 1989; Miller, Todd, & Hegde, 1989; Wilson, 1990). However, these studies
have considered a population of networks, trained and evaluated in parallel. An analogous LCS approach is
the so-called \Pitt-approach" LCS. Since the cost of network training and evaluation is large, this approach
may be impractical for large networks.

In an LCS, a GA searches for classi�ers with new condition-action combinations by recombining other
high-utility classi�ers. In the neural network analogy, this is equivalent to searching for hidden nodes with
new connection patterns. In e�ect, the GA uses a population of hidden nodes in a single network. Hidden
nodes that demonstrate high utility are recombined to form other nodes with similar connectivity. This
use of the GA does not preclude the application of weight-tuning algorithms like those used in CMAC and
backpropagation networks, although such algorithms are not employed in the traditional LCS. In a recent
study, Prados (1992) suggests using a GA to search for connectivity in a backpropagation NN, decrease the
number of connections, and reduce associated training times. However, a full GA with recombination was
not implemented.

This GA approach to optimizing connectivity in a single network is also of biological interest when one
considers recent reports of gene recombination in developing mouse brains (Matsuoka, Nagawa, Okazaki,
Kingsbury, Yoshida, Muller, Larue, Winer, & Sakano, 1991). Previous to these reports, such somatic re-
combination was only known to occur in immune cells. Past studies have successfully employed the immune
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Figure 2: A traditional, stimulus-response LCS as a competitive network.

only one active classi�er is selected (a winner-take-all competitive network). However, by using multiple
winners and additional output nodes, it should be possible to implement the multiple-message capability in
some LCSs.

The output nodes for the LCS network are 0-biased threshold nodes with bipolar output. Hidden to
output connection weights are bipolar.

The active node's strength at time t is updated in the traditional LCS fashion:

St+1 = St(1� C) + CR;

where C is a small constant. This \ywheel" update procedure is an estimator of the mean value of the
reward R. It can be seen as equivalent to the Widrow-Ho� (Widrow & Stearns, 1985) update procedure, or
the delta rule (Rumelhart & McClelland, 1986), or the update procedure used in outstar neurons (Grossberg,
1982). However, the S values are used for a slightly di�erent purpose in the LCS than the weights in these
neural models.

To transition from the stimulus-response LCS to an fsm LCS, one must add internal messages. Internal
messages are introduced into this neural model of an LCS by adding recurrent connections (see Figure 3).
Past work has shown that the LCS can use these internal messages to cope with reinforcement learning envi-
ronments that require adaptive memory exploitation (Smith, 1991). Memory exploitation requires temporal
credit assignment. LCSs typically employ the bucket brigade algorithm for this purpose. The bucket brigade
is also used in LCSs that require temporal credit assignment, but do not require memory exploitation. The
bucket brigade is simply a temporal di�erence scheme (Sutton, 1991). Temporal di�erence schemes have also
been used in NNs applied to reinforcement learning problems (Barto, 1989).

Of common temporal di�erence schemes, the bucket brigade is most similar to Q-learning (Watkins,
1989)1. Note that most temporal di�erence schemes are based on the assumption of a complete lookup
table of state-action pairs. However, under the LCS, only a limited set of generalized state-action pairs (the
classi�ers) are maintained (through the action of the GA). This leads to the parsimony associated with LCS
rule sets, but also adds analytical complications.

Variations on the LCS paradigm can be easily incorporated into this neural model. For instance, partial
matching can be incorporated by using nodes with linear activation to represent classi�ers. The output of
these nodes (which is proportional to a match count) can then be used to bias the competition.

Modi�ed LCSs can re�ne the analogy between LCSs and NNs. Of particular interest is an LCS scheme
suggested by Wilson (S. Wilson, Rowland Institute for Science, personal communication, June 2, 1991).

1However, note that the key di�erence is that the amount paid back in Q-learning is always from the state-action with the

highest Q-value at the next state, where as in the bucket brigade, the payback is from the next classi�er that acts, regardless

of the relative value of its strength.
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contain both sorts of output information. Bit \ags" are sometimes used to distinguish internal messages,
environmental messages, and e�ector-�ring messages from one another.

The operational cycle of this LCS is

1. Detectors post environmental messages on the message list.

2. All classi�ers are matched against all messages on the message list.

3. Fully matched classi�ers are selected to act.

4. A conict resolution (CR) mechanism narrows the list of active classi�ers to accommodate limited
space for internal messages or eliminate contradictory actions.

5. The message list is cleared.

6. The CR-selected classi�ers post their messages, and cause e�ector actions.

7. If a reward (or punishment) signal is received, it updates parameters associated with the individual
classi�ers (like the traditional strength measure, or other measures (Booker, 1989; Smith, 1991)).

The GA operates on a portion of the classi�er list every nGA cycles to produce some new classi�ers, and
eliminate others.

The discussion presented below will be initially limited to stimulus-response LCSs and fsm LCSs (Valenzuela-
Rendon, 1989a; Valenzuela-Rendon, 1989b). In stimulus-response LCSs, it is assumed that no internal mes-
sages are used. In fsm LCSs, it is assumed that the system has two messages on the message list at any
one time: one environmental message, and one internal message. Further, each classi�er will have only two
conditions, one which matches only environmental messages, and one which matches only internal messages.
This LCS is equivalent to a �nite state machine, and with su�ciently large internal messages, it can perform
any �nite-memory computational task.

Although these details are assumed in the initial analogy to NNs presented in this paper, note that other
variations of the LCS (including multiplemessages and partial matching (Booker, 1982)) can be incorporated,
as is mentioned below.

3 Mapping the LCS to a NN

The syntactic mapping used in this LCS/NN comparison is based on Wilson's study (1990) of a perceptron-
building GA. Consider an LCS, as outlined above. Assume that the binary messages in the LCS are repre-
sented as equivalent bipolar messages. That is, 0 is represented by -1. Initially, assume a stimulus-response
LCS.

Under these assumptions, an LCS can be represented as the competitive neural network (Freeman &
Skapura, 1991) shown in Figure 2. Each classi�er represents a hidden node in this network. Each bit of the
input message is associated with an input node. The output nodes represent the bits of the action message.

Weights are bipolar (either +1 or -1). Connections between input and hidden nodes with weight +1
(excitatory connections) correspond to a 1 in the classi�er condition. Connections between input and hid-
den nodes with weight -1 (inhibitory connections) correspond to a 0 in the classi�er condition. Lack of a
connection of an input node to a hidden node corresponds to a # in the classi�er condition. In e�ect, the
condition of the classi�er de�nes a hyperplane receptive �eld over the binary input space.

To implement the matching and conict resolution procedures in the LCS, each classi�er is a threshold
node that outputs either 0 or +1. The bias on these nodes is equal to (slightly less than) the number of
incoming connections. Only nodes with their thresholds exceeded participate in the node competition.

A competition among nodes can be implemented as a local computational procedure as in counter-
propagation (Hecht-Nielson, 1991), Kohonnen (Kohonnen, 1984), or ART (Carpenter & Grossberg, 1988)
networks. By tuning the di�erence or di�erential equations governing this competition, one or more nodes
can be selected to have non-zero output. In the LCS/NN, the basis for competition is the node's strength.
One can assume that scaling is set such that if selected as the active node in the competition, a classi�er
outputs 1, while all other nodes output 0. To simplify the remainder of the discussion, it is assumed that
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Figure 1: The structure of an LCS.

1 Introduction

Comparisons of learning classi�er systems (LCSs) and neural networks (NNs) have been a recurring theme
in the literature. Several studies have focused on mapping LCSs into typical backpropagation networks
(Belew & Gherrity, 1989; Davis, 1989a; Davis, 1989b). Another paper (Farmer, 1990) uses a similar map
in an attempt to unify LCS and NN terminology. Given these repeated comparisons, one is prompted to
consider if LCSs are simply a type of NN (or vice versa). This paper seeks to reexamine that question,
and suggest a simpli�ed, functional LCS/NN analogy. Rather than attempting to map the LCS into a
particular type of network, this paper simply shows that mechanisms used in the LCS are easily related
to NN mechanisms. This relationship shows how NN techniques can bene�t the LCS, and vice-versa. To
fortify this relationship, this paper presents experiments with an LCS-like NN system. As discussion of this
system points out, the primary feature that distinguishes an LCS from a NN appears to be its use of genetic
algorithms (GAs). Although GAs have been used in training NNs, the approach used in LCSs is signi�cantly
di�erent. Experimental results indicate that this LCS-inspired use of GAs creates a promising new learning
technique for NNs. The system used also suggests several areas for future research.

2 An Overview of the LCS

Since no \standard" version of the LCS exists, this section will introduce the speci�cations of the LCS used
in this paper's discussion. This discussion will assume that the LCS operates in a reinforcement learning
problem. However, later sections will consider similar ideas in supervised learning settings (Barto, 1990).

The LCS discussed here is of the \Michigan" variety �rst introduced by Holland and Reitman (1978),
although the so-called \Pitt-approach" (Grefenstette, 1989; Smith, 1980) will be mentioned in later sections.
The structure of the LCS used in this paper is shown in Figure 1. In this system, detectors encode state
information from an environment into binary messages, which are matched against a list of rules called
classi�ers. The classi�ers used are of the form

IF (condition1) AND (condition2) AND ... THEN (action)

The conditions in the classi�er syntax are from the alphabet f1, 0, #g, where 1 matches 1 in a message, 0
matches 0 in a message, and # (the wildcard or \don't care" character) matches either a 1 or a 0. Actions
are binary messages. One component of a classi�er's action can represent bits that cause an e�ector to
act on the environment. Other bits of a classi�er's action act as an an internal message that a�ects which
classi�ers can �re later. Typically these components are not literally separated, and all classi�ers may not
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Abstract

This paper suggests a simple analogy between learning classi�er systems (LCSs) and neural networks
(NNs). By clarifying the relationship between LCSs and NNs, the paper indicates how techniques from
one can be utilized in the other. The paper points out the primary distinguishing characteristic of the
LCS is its use of a co-adaptive genetic algorithm (GA), where the end product of evolution is a diverse
population of individuals that cooperate to perform useful computation. This stands in contrast to typical
GA/NN schemes, where a population of networks is employed to evolve a single, optimized network. To
fully illustrate the LCS/NN analogy used in this paper, an LCS-like NN is implemented and tested. The
test is constructed to run parallel to a similar GA/NN study that did not employ a co-adaptive GA.
The test illustrates the LCS/NN analogy, and suggests an interesting new method for applying GAs in
NNs. Final comments discuss extensions of this work, and suggest how LCS and NN studies can further
bene�t one another.
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