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Learning on high-dimensional data

Many datasets in Machine Learning are high-dimensional

But why is this a problem?

the volume of the space grows exponentially with the number of
dimensions

data becomes sparse and

capturing meaningful measures of distance difficult

computational complexity

Curse of Dimensionality (Bellman 1957)

Are there any blessings?



Manifold Learning

data is not uniformly distributed
over the whole space

lies on or near locally
low-dimensional topological
structures

Isomap faces manifold

This is the geometric intuition of manifold learning

Goal: Find a compact representation of the data preserving its
topological structure



Manifold Learning for Classification

Standard Manifold Learning such as Isomap, LLE, and LTSA

explicitly find a single global mapping
of the data

but unwrapping a manifold is not always
possible (e.g. closed manifolds)

preserve numerical properties of the neighbourhood: vulnerable to
noise

Swiss Roll with Gaussian noise Isomap unwrapping



Manifold Learning for Classification

Unwrapping the data manifold
is an unnecessarily hard
problem.

Instead, it can be characterised
in the original space by a set of
locally low-dimensional charts. mathematical definition of a manifold

Learning a Manifold as an Atlas, Pitelis et al. CVPR 2013



Atlas

Decomposes the manifold into a set of overlapping affine charts in
the original space.

locally adapts to noise,
geometry, and sampling

does not require unwrapping

can learn closed manifolds

preserves coarse topological

properties



Atlas - Formulation

Formulated as a hybrid continuous/discrete optimisation using
PCA and Graph Cuts.
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Run PCA on charts

Converge to an Atlas

Assign points to charts

Initialisation

Both subproblems minimise the reconstruction error:

C (z) =
∑
x∈X

(∑
i∈zx

Ei (x)

)
+ λMDL(z)



Atlas - Classification

Can we use the charts for classification?

just do 1-NN look-up in each chart
independently

instead of performing 1-NN
classication in the unwrapped space

better than standard ML+1NN but
still not good enough
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So, what kind of a classifier do we want to learn?



Desirable Properties of a Learning Algorithm

Plausible directions for
kernel generalisation

Inappropriate direction
for generalisation

Given a manifold an ideal classifier should

generalise strongly in directions tangent to the manifold and

generalise poorly with respect to directions orthogonal to the
manifold.



Manifold Learning for Semi-Supervised Learning

Labelled

Labelled

Unlabelled

Unlabelled

Class 1

Class 2

Decision boundary
from only labelled 
data



Manifold Learning for Semi-Supervised Learning

Labelled

Labelled

Unlabelled

Unlabelled

Class 1

Class 2

Decision boundary
conforming to the
manifold structure



The obvious Hard Assignment Kernel

K1

K2

K3

K4

+

+     = H

+

c1

c2

c3
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Hx ,y =
∑
ci∈A

∆(x ∈ ci )∆(y ∈ ci )K
i
x ,y ,

where ∆(·) is the indicator function.



Approximating a Manifold

Can we simply learn a kernel on each chart?

 1 chart



Approximating a Manifold

Can we simply learn a kernel on each chart?

 4 charts



Approximating a Manifold

Can we simply learn a kernel on each chart?

 7 charts



Approximating a Manifold

Can we simply learn a kernel on each chart?

11 charts



Approximating a Manifold

a large number of charts may be required for a good approximation
of a smooth manifold

but this limits the generality of classifiers and encourages over-fitting

To avoid this trade-off we need to learn classifiers that smoothly
vary along a path transitioning from one chart to another.



Chart-based Kernels

Learn Kernels from multiple charts – soft assignment!

A natural softening of the obvious hard-assignment kernel H:

Kx ,y =
∑
ci∈A

exp

(
−Ei (x)

γ2

)
exp

(
−Ei (y)

γ2

)
K i
x ,y



Weighting of the Kernels

What do the weights exp

(
−Ei (x)

γ2

)
and exp

(
−Ei (y)

γ2

)
mean?

c1

c2

c3



Weighting of the Kernels
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Weighting of the Kernels

What do the weights exp
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Weighting of the Kernels

Ei (x) is the squared

distance of point x to

chart ci .

x

y

c1

c2

c3

E3(x)

E1(x)

E2(x)

E1(y)
E3(y)

Efficient approximation of the Kernel

Most of the weights are close to zero, thus we explicitly compute
K i
x,y only if ci is one of the 10 closest subspaces for both x and y .



New Approach: AtlasKernel

As a complete method ours is a two-step approach:

1 Unsupervised learning of the underlying manifold
Approximate the manifold of data on the original space by fitting an

atlas of low-dimensional overlapping affine charts.

2 Supervised training of an svm
A new family of Mercer Kernels for svm-based supervised learning
that make use of a soft assignment of datapoints to the underlying
low-dimensional affine charts.

We can use any atlas.



Have the desirable properties been achieved?

Comparison with rbf kernel

σ

σ

σ

σ

σ

σ
σ

γ

σ
γ

σ

γ

rbf with large σ rbf with small σ Adaptive chart-based rbf

We reshape kernels to generalise more in the direction of the
manifold.



Semi-Supervised Learning on MNIST(1)

Our intuition about Semi-Supervised Learning was true

Classification performance on MNIST varying the proportion of labelled data

with the same Atlas of local dimensionality 30, λ = 100, and k = 2, containing

835 charts.



Semi-Supervised Learning on MNIST(2)

Comparison with semi-supervised approaches.

Method 100 labelled points 1000 labelled points

RBF SVM 22.70 ± 1.35 7.58 ± 0.29
EigenFunction 21.35 ± 2.08 11.91 ± 0.62

PVM(hinge loss) 18.55 ± 1.59 7.21 ± 0.19
AnchorGraphReg 9.40 ± 1.07 6.17 ± 0.15

AtlasRBF 8.10±0.95 3.68±0.12

With 100 labelled points, the extreme sparsity of the training data requires a

simpler Atlas with fewer charts. For this, we set λ = 1000, resulting in an Atlas

with 207 charts.

Experiment from Large Graph Construction for Scalable Semi-Supervised Learning,

Liu et al. ICML 2010



Supervised Learning

Outperforming

Manifold Learning + 1NN or Linear/RBF SVMs

Local Coordinate based SVMs

Multi-class kernel-based SVMs

Methods usps letter semeion mnist

lle + 1-nn 6.83 19.03 9.41 –
Atlas + 1-nn 5.38 17.28 8.27 5.13

Linear svm on original space 8.42 35.75 7.40 5.55
Linear svm + C-OCC 3.94 7.35 – 1.61
smce + Linear svm 6.88 – 9.04 –

Libsvm rbf on original space 4.53 2.05 6.41 1.41
svmstruct 4.38 2.40 – 1.40

AtlasLinear - Hard Assignment 5.58 16.65 8.44 3.71
AtlasLinear 4.68 3.13 6.19 1.78
Atlasrbf - Hard Assignment 4.63 4.95 7.15 3.13
Atlasrbf 3.68 2.33 5.14 1.31


