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Other methods perform 1-NN
classification in the unwrapped
space. We just do NN look-up 
in each chart independently

Improved NN classification

Extended Yale Face Database B - 38 subjects under varying illumination

Semeion handwritten digits dataset

Characterise the manifold directly in the original space.
The number and size of charts locally adapt to noise,
manifold geometry, and sampling properties.
Formulated as a hybrid continuous/discrete optimisation of 
fitting the local charts and assigning points to them.
Solved as a combination of graph-cut optimisation and PCA.

Comparison with other methods

Comparison with other methods

Correctly classified Misclassified

Learn the manifold of one individual
for walking and running
Estimate the 3D pose of a new person
directly from a test image showing the 
2D image locations of the MOCAP markers
Find the location on any of the subspaces
that is closest to the back-projected point
Compare against NN in original space 
(better than LLE and LTSA)
CMU Graphics Lab Motion Capture Database
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The interior Im of a chart m is the set of all points whose 
neighbours also belong to chart m. pm is the projection

 of point p onto chart m.

  Noisy               Novel-view           21-NN              Atlas
2D Input           Ground Truth  Reconstruction Reconstruction

Mean and first mode of deformation captured by each chart
Average RMS reconstruction error 
for manifold dimensionality 1 to 20

σ=0cm noise

σ=2cm noise

Reconstruction of a CMU running sequence 
with σ=3cm noise.

Instead, we find a set of overlapping 
affine charts that
   reconstruct the data with high fidelity
   do not require unwrapping 
   can learn closed manifolds
   preserve coarse topological properties 
   are much more robust to noise

Other methods seek an unwrapping 
which preserves local distance 
properties of the data in the 
high-dimensional space.
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Run PCA on charts

Converge to an Atlas

Assign points to charts

Initialise using a
RANSAC like
approach

with an excess of
random initial

proposals

We discard 
unneeded
charts using 
graph-cuts and 
refine the chart parameters by rerunning PCA for each chart.

Repeat till
convergence

Constraints:
i) every point p belongs to at least one chart c, along with its 
   predefined k nearest neighbours
ii) the reconstruction error of p associated with c is as low 
    as possible.
For x = {x1,...,xp}, where xp refers to the set of charts 
assigned to point p, we seek an assignment that minimises

Minimum Description
Length or Compactness prior

Reconstruction Error

Point assignment to overlapping charts

where μi is the mean of the chart ci and Ci is the orthonormal
matrix describing its principal components of variance.

The reconstruction error of point p belonging to chart ci

Initialisation

Unwrapping a manifold is a hard 
problem, and one best avoided:
   Local mistakes propagate leading 
   to global failures, caused by:
     Sparse data (right)
     High Curvature (bottom left)
     Noise (bottom right) 
     Most real world datasets

Robustness to choice
of dimensionality

Robustness to choice
of neighbourhood

ε2

The following toy examples show: 
(a) original manifold, (b) Atlas unwrapping, 
(c,d) Atlas charts, (e-l) all other methods.
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Average RMSE:              5cm         3.74cm

Learning a Manifold as an Atlas Queen Mary, University of London
Nikolaos Pitelis, Chris Russell, Lourdes Agapito

Nearest Neighbour Classification

Out-of-Sample 3D Reconstruction of Human Motion
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Problem and Objectives

Atlas, a set of overlapping affine charts

What does overlapping mean?

What can go wrong with unwrapping?

Make sense of high-dimensional data
Data is not uniformly distributed in space but
lies on low-dimensional topological structures
Create distance measures that conform to the
underlying distribution of data
Follow the mathematical definition of a
manifold instead of targeting visualisation
Simple formulation using graph-cuts and PCA

What is the definition of a manifold?

It is a set of points in Rn that can be smoothly
mapped to Rk. This definition is common to 
machine learning literature, e.g. Isomap, LLE.

It is a set of points in Rn that can be partitioned
into a set of overlapping regions, such that each
region can be smoothly mapped to Rk (definition
of a manifold as an atlas).

Why does this matter?
Closed manifolds such as a sphere or a Klein bottle
cannot be learnt using
the first definition.

Any data manifold formed by starting 
in a rest position, going out in one direction,
and returning by another direction is closed.

This includes lighting changes,
facial deformations, 360 rotations
of objects, and gait cycles.

In the mathematical definition of a manifold: Every point and its local
neighbourhood must belong to at least one chart. This is the same 
formulation as the optimisation scheme of [3].
   Charts can be efficiently found
   using a variant of alpha-expansion
   Overlap encourages a smooth
   transition from one chart to the next

   Can be used for unwrapping
   (if necessary)
   Penalises noise heavily
   Responds to noise by using
   fewer charts instead of overfitting Example of α-expansion run through

Chart Interiors         Charts

Combined Reconstruction Error

Sparse data, no noise

High Curvature Gaussian Noise


