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ABSTRACT
Based on the important progresses made in information retrieval
(IR) in terms of theoretical models and evaluations, more and
more attention has recently been paid to the research in domain
specific IR, as evidenced by the organization of Genomics and
Legal tracks in TREC (Text REtrieval Conference). We think that
now is the right time to carry out large scale evaluations on
chemistry datasets in order to promote the research in chemical IR
in general and chemical patent IR in particular. Accordingly, we
propose the organization of a chemical IR track in TREC in order
to address the challenges in chemical and patent IR. In this
position paper, we present the research questions we will address
in the proposed track, our initial plan of the proposed track, and
the kind of search tasks we propose for the track. We focus on the
design of a new chemical entity search task consisting of two sub-
tasks, i.e., chemical entity search and chemical entity relation
search.

Categories and Subject Descriptors
H.3 [Information Storage and Retrieval]: H3.1 Content analysis
and Indexing; H.3.3 Information Search and Retrieval. J.2
[Physical Sciences and Engineering]: Chemistry

General Terms
Experimentation, Measurement, Performance, Design

Keywords
Chemistry, chemical information retrieval, patent retrieval, prior
art search

1. INTRODUCTION AND MOTIVATION
Domain specific information retrieval has increasingly become an
important aspect of TREC as evidenced by the successful
organization of the Genomics Track from 2003 to 2007 [5], and
the ongoing TREC Legal Track [1, 12]. Domain specific IR
deserves special attention since specific domains have special
characteristics and user information needs distinct from general
purpose IR. In the light of these, we propose the organization of a
chemical information retrieval track starting from 2009 addressing
the many research questions in effective chemical information
retrieval and extraction from large scale chemical datasets. The

datasets we want to look at consist of academic papers, chemical
patent documents, and other related documents for example
international standards.

Why now? In contrast to the significant efforts and advances made
in general purpose IR research, much more remains to be done for
chemical IR, and applying existing IR models and approaches to
chemical IR. The same can be said of patent search at least in
practice.

Willett [14] identifies the similarities between chemical IR and
general purpose IR, as well as the distinct features in chemical IR.
Along the same line, we will focus on studying the special
features in chemical IR, and how to adapt techniques in general
purpose IR to chemical IR.

Chemical IR can benefit from the existing research in general
purpose IR, but we have identified the following distinct
challenges that we will tackle in the proposed track.

Firstly, chemical names are often in different forms and one
chemical can often be referred to in many different ways in text.
Chemical name extraction and identification needs to be
addressed in indexing and retrieval of chemical information. The
ChemXSeer project1 is a successful step in this direction [11].
Besides, IR based on two-dimensional (2D) and three-dimensional
(3D) structures of chemical molecules [7, 14] needs to be studied.

Secondly, chemical IR often deals with chemicals in terms of
interactions and relations among chemicals, transformations of
chemicals, and information about chemical properties. In these
cases, chemical centric retrieval is preferred over document based
retrieval. Natural language processing and domain knowledge
based approaches has achieved some degree of success [8],
however, chemical centric retrieval on large scale datasets still
remains largely uninvestigated.

We observe a growing interest in extending document centric to
entity centric retrieval. The TREC Expert Search Track has been
investigating the evaluation of people retrieval since 2005 [3, 10],
and INEX2 (INitiative for the Evaluation of XML retrieval) 2007
initiated the XML Entity Ranking track for evaluating systems
that return lists of entities [7]. A pilot entity relation search task in
INEX 2008 will investigate how well systems can not only find
entities relevant to a topic but also establish correct relations
between them3. These efforts can complement our proposed track.

1 http://chemxseer.ist.psu.edu/
2 http://www.inex.otago.ac.nz/
3 http://www.inex.otago.ac.nz/tracks/entity-ranking/guidelines.asp
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Thirdly, chemical information is often contained in academic
papers and patent documents. Therefore, structural information in
these papers and patent documents needs to be studied in chemical
IR. Research and evaluation of structured document IR [6] has
recently been organized by INEX. Based on the previous work,
our proposed track will further investigate the effect of structures
in chemical IR.

Fourthly, user information needs in chemical IR can have distinct
features from general IR. In particular, in prior art search [2, 9,
13] for chemical patents, the aim is to find all information
published prior to the priority date of the application that is
relevant to a new patent’s claims of originality. Therefore, there is
a more strict criteria for relevance in prior art search, i.e., firstly, a
document needs to be broadly relevant to the topic, and secondly,
we need to judge whether the document can invalidate the new
patent’s claims by already containing some or all of its original
claims and has been placed in the public domain prior to the
patent being filed. In order to make sure of the originality of a
patent’s claims, recall is much more important than precision, i.e.,
all relevant documents need to be retrieved.

Fifthly, in prior art search, the target is to find documents
containing claims relevant to the new patent’s originality. This
type of “claim originality” search is new to IR research, and may
challenge the current IR techniques, e.g., one patent document
may contain few or no keywords in the query topic, but the idea
conveyed in the patent may be quite similar or even identical to
the query topic.

Finally, natural language processing and information extraction
techniques have been successfully applied to chemical
information extraction and tagging [7, 8, 11]. It would be very
interesting to investigate the integration of these techniques in
chemical IR.

We think that chemical IR is an area ripe for major advances.
Chemical IR will benefit greatly from the fruitful results in
general purpose IR and previous domain specific IR studies such
as Genomics and Legal IR. The availability of large amounts of
chemical and patent data makes large scale chemical IR research
possible. Furthermore, chemical IR will attract interests from
patent, legal, chemistry, pharmaceutical, and biology
communities. Furthermore, we propose to incorporate the
outcome of the 1st International CIKM Workshop on Patent
Information Retrieval into this proposed track.

In the remainder of this paper, we outline our proposed chemical
IR evaluation track in Section 2, and discuss our proposal for
chemical entity search and chemical entity relation search in
Section 3 and 4, respectively. We conclude in Section 5.

2. PROPOSED CHEMICAL IR TRACK
It is anticipated that this track will be at least a 2 years’ effort, and
probably more.

The first year will focus on prior art search in chemical patent IR
by investigating how well IR systems can help real world patent
examiners, inventors or patent attorneys’ prior art search tasks.
We will also propose a new Chemical Entity Search Task. We
will involve chemical and IP experts in topic creation.

We illustrate our two search tasks in Section 2.1 and 2.2, discuss
the test collection for evaluation in Section 2.3, outline the

procedure in Section 2.4, propose the evaluation strategy in
Section 2.5, and outline out evaluation goal in Section 2.6.

2.1 Prior art search task
In prior art search, a two-stage relevance judgment will be carried
out. In the first stage, documents broadly relevant to each topic
are judged. In the second stage, among relevant documents found
in the first stage, documents which can be identified as “prior art”
on the topic are identified. Standard TREC performance measures
in each stage will be reported. Measures with more focus on recall
such as the estimated Recall at different cut off levels used in
Legal Track [1, 12] will be the main performance measure.

2.2 Chemical entity search task
Entity search focuses on individual entities such as chemicals
rather than documents. We envisage that entity based chemical IR
can be more effective than document based IR in terms of direct
retrieval of knowledge and saving users’ time in reading many
documents etc. There can be a variety of sub-tasks for this task as
follows:

1. Given a topic, find relevant entities, e.g., find [chemicals] that
help the decomposition of plastic bags in the soil, or find
[oxidants] that are commonly used as preservatives.

2. Given an entity and a topic, find relevant entities, e.g., find
[chemicals] that will be oxidized in “oxygen” in room
temperature.

3. Given a description of the relationship between two entities,
find pairs of entities that have the relationship between them, e.g.,
find [chemical A] that can be used as a catalyst for the reaction
between [chemical B] and oxygen.

2.3 Test collection
We will provide two types of datasets for evaluation, i.e., a
chemical patent dataset and chemical journal articles from the
Royal Society of Chemistry4.

The chemical patent data will be provided by the IRF
(Information Retrieval Facility)5.

The Royal Society of Chemistry will provide 45 thousand journal
documents published between 1997 and 2005 covering a wide
range of topics in chemistry. The full text of these documents is in
structured XML format. We expect that the rich structural
information in this dataset will help the participants develop more
effective IR systems.

We will provide the state of the art chemical name annotations or
annotation tools for the two datasets [11]. We will create 10 topics
with fairly complete relevance judgments for groups’ system
training, and 50 topics for testing. These topics will follow general
TREC topic guidelines. However, these topics may contain
Boolean operators like in the TREC legal discovery track.

2.4 Procedure
Groups download the datasets and use the 10 training topics to
tune their system. They are then given the 50 test topics to test
their systems. They submit their runs on these test topics, which
are pooled for evaluation.

4 http://www.rsc.org/
5 http://www.ir-facility.org/



2.5 Evaluation
Chemical and IP experts recruited by the IRF will be directly
involved in the evaluation. They will help create the relevance
judgments for the training topics. Depending on the amount of
evaluation work to be carried out, we may ask the participants to
help the evaluation but this requires that they have pretty good
knowledge in chemical information. This will also help create
multiple judgments for each result. The experts will help verify
the relevance judgments made by the participants, and they will
carry out manual runs as part of the verification.

2.6 Goals of evaluation
The main goal is to investigate how to successfully apply generic
IR technologies to the prior art search and chemical entity search
tasks. Our two-stage relevance judgments will help us uncover the
relationships between generic IR and prior art search. Since recall
biased measures are main performance measures, we will also
have a chance to investigate how to design high recall oriented IR
systems. As entity centric IR is a new research area our chemical
entity search task will help study effective models and approaches
for entity retrieval and entity relationship discovery. We will also
study the effect of document structures and chemical name
tagging.

The meta-analysis of the results will include looking at
relationships between high precision and high recall based IR
systems in terms of the groups’ submitted runs. We will also
present runs generated by groups to real prior art search users and
get their opinions on these runs.

3. CHEMICAL ENTITY SEARCH
Chemical entity search concerns tuples of type <query, category>.
The category specifies the type of ‘chemicals’ to be retrieved. The
query (consisting of title and description fields) attempts to
capture the information need. The set of relevant entities is
assumed to be loosely defined by the category, since the
relationships between categories of chemicals need to be taken
into account. For example, “fatty acid” consists of “saturated” or
“unsaturated” fat, and “saturated” fat consists of
“monounsaturated” and “polyunsaturated” fat etc. When the
specified category is “fatty acid”, all these related categories need
to be considered.

An example chemical entity search topic is as follows:

<title>fatty acids with effect on the risk of heart disease</title>
<description>I want a list of fatty acids that are clinically proven
to either increase or decrease the risk of heart
disease.</description>
<categories>

<category>fatty acid</category>
<category>saturated fat</category>
<category>unsaturated fat</category>

</categories>

4. CHEMICAL ENTITY RELATION
SEARCH
In chemical entity relation search, we try to model a more
exploratory search scenario, where people are interested in
exploring the different aspects of entity search results.

One way to carry out the relation search task is to design it as a
two-stage process consisting of an entity search stage, followed by

the relation search stage. Given the entity search results, the
motivation of entity relation search is to retrieve further details
about relevant entities found in entity ranking.

The two stage approach has two advantages. Firstly, since relation
search task is based on entity search task, topic creation and user
evaluation can be integrated for the two tasks. Thus topic creation
and assessment can be greatly simplified. Secondly, the
relationships between the two tasks can be more easily studied.

We call the entities found in entity search the main entities.
Further details about the main entities are retrieved in the form of
relations between each of these main entities and its related
entities, which we call the target entities. The relations between
main entities and target entities can be either 1 to 1, i.e., one main
entity is related to one target entity, 1 to n (n>1), i.e., one main
entity is related to several target entities, or n to 1, i.e., several
main entities is related to one target entity. These relations can be
also seen as specifying attributes of the main entities.

Entity relation search concerns tuples of type <query, category,
relation-query, target-category>. The query and category are
defined in the same way as in the entity search task. The relation-
query, given as free text, describes the desired relation between
main and target entities. The relation query consists of a relation
title and relation description fields. The target-category specifies
which category (entity type) is desired for the target entity.

The results of an entity relation search topic consist of pairs of
main and target entities. For each pair of entities to be judged as a
correct pair, the main entity must be judged as relevant to the
original query, the main entity has to be of its correct category, the
target entity is of its correct category, and the relation between
them matches the relation topic.

Like in the entity search task, the entity types for both the main
and target entities are only loosely defined.

An example is as follows:

<title>enzymes that help decompose nutrients during
digestion</title>
<description>I want a list of enzymes that catalyzes chemical
actions during human digestion.</description>
<categories>

<category>enzyme</category>
<category>protein</category>

</categories>
<entity-relation>

<relation-title>catalyze in human digestion</relation-title >
<relation-description>I want the proteins that the enzyme can

catalyze during human digestion. </relation-description>
<target-categories>

<category>protein</category>
</target-categories>

</entity-relation>

In evaluating entity relation search results, several documents
supporting the relationship may be retrieved. The evaluator may
need to read these documents in order to find evidence for judging
whether their relations match the relation topic. Therefore, entity
relation judgment is more complex than typical document
retrieval judgment.

Traditional evaluation measures, e.g., MAP and R-precision etc.
can be used to measure performance expert relation search.



Our proposed two-stage relation retrieval task opens the door to
exploring other types of relation retrieval task. One way is to
focus on the relationships between main entities, e.g., finding
pairs of greenhouse gases that have combined effect in global
warming.

5. CONCLUSIONS
Substantial advances in terms of retrieval models and evaluations
have been made in information retrieval. In the light of these, we
propose the organization of a chemical information retrieval track
for carrying out evaluation of IR techniques on large scale
chemical datasets including patents, academic papers and other
documents. Organization of the proposed track will help tackle
research challenges in chemical IR including chemical name
extraction and indexing, chemical entity centric retrieval versus
document centric retrieval, structures in documents, and high
recall in prior art search etc. We outline the plan of the proposed
track in the paper. We propose a novel chemical entity search task
studying the direct retrieval of entities instead of documents. We
think that the organization of the proposed track will help advance
the research in chemical and patent IR by providing a platform for
comparing and experimenting effective models and approaches
that can successfully address the above challenges.

In future years, we will work to extend the initial tasks and
document sets. In particular, we will aim to extend the range of
papers and patents to be searched, include topic specifications
which reflect the iterative reformulation and refinement of real
patent searching, and include forms of patent search beyond prior
art: for example invalidating specific claims, or sophisticated
patent landscape searching.

6. REFERENCES
[1] Baron, J.R., Lewis, D.D., and Oard, D.W. (2007) TREC-

2006 Legal Track Overview. In Proc. of TREC 2006.

[2] Barton, J. H. (2003) Non-Obviousness, 43 IDEA: The
Journal of Law and Technology 475-508.

[3] Craswell, N., de Vries, A.P., Soboroff, I. (2006) Overview of
the TREC-2005 Enterprise Track. In Proc. of TREC 2005.

[4] de Vries, A.P., Thom, J.A., Vercoustre, A-M, Craswell N.,
and Lalmas, M. (2007) INEX 2007 Entity Ranking Track
Guidelines - V1. In Pre-Proc. of INitiative for the Evaluation
of XML Retrieval.

[5] Hersh, W., and Bhupatiraju, R.T. (2004) TREC Genomics
Track Overview. In Proc. of TREC 2003.

[6] Lalmas, M., and Baeza-Yates, R. (2009) Structured
Document Retrieval, Encyclopedia of Database Systems,
O.M. Tamer and L. Ling (Eds.), Springer, May.

[7] Leach, A.R. and Gillet V.J. An Introduction to
Chemoinformatics. Kluwer, Dordrecht, 2003.

[8] Nenadic, G., and Ananiadou, S. (2006) Mining semantically
related terms from biomedical literature. ACM Trans. Asian
Lang. Inf. Process. 5(1): 22-43.

[9] Rosenberg, P. (2000) Patent Law Fundamentals. St. Paul:
West Group.

[10] Soboroff, I., de Vries, A.P. and Craswell, N. (2007)
Overview of the TREC 2006 Enterprise Track. In Proc. of
TREC 2006.

[11] Sun, B., Tan, Q., Mitra, P., and Giles, C.L. (2007) Extraction
and Search of Chemical Formulae in Text Documents on the
Web. In Proc. of the International World Wide Web
Conference (WWW07), 251-260.

[12] Tomlinson, S., Oard, D.W., and Baron, J.R. (2008) Overview
of the TREC 2007 Legal Track. In Proc. of TREC 2007.

[13] Walterschneid, E. C. (1998) To Promote the Progress of
Useful Arts: American Patent Law and Administration,
1787-1836. William Hein & Co.

[14] Willett, P. (2004) Chemoinformatics: an application domain
for information retrieval techniques. In Proc. of SIGIR 2004:
393.


