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ABSTRACT

Tools and environments to aid developers in producing
software have existed, in one form or another, since the
early days of computer programming. They are becoming
increasingly crucial as the demand for software increases,
time-to-market decreases, and diversity and complexity
grow beyond anything imagined a few decades ago. In this
paper, we briefly review some of the history of tools and
environments in software engineering, and then discuss
some key challenges that we believe the field faces over the
next decade.
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1. INTRODUCTION
All software engineers use tools, and they have done so
since the days of the first assemblers.  Some people use
stand-alone tools, while others use integrated collections of
tools, called environments.  Over time, the number and va-
riety of tools has grown tremendously. They range from
traditional tools like editors, compilers and debuggers, to
tools that aid in requirements gathering, design, building
GUIs, generating queries, defining messages, architecting
systems and connecting components, testing, version con-
trol and configuration management, administering data-
bases, reengineering, reverse engineering, analysis, program
visualization, and metrics gathering, to full-scale, process-

centered software engineering environments that cover the
entire lifecycle, or at least significant portions of it. Indeed,
modern software engineering cannot be accomplished with-
out reasonable tool support.

The role of computers, their power, and their variety, are
increasing at a dramatic pace. Competition is keen through-
out the computer industry, and time to market often deter-
mines success. There is, therefore, mounting pressure to
produce software quickly and at reasonable cost. This usu-
ally involves some mix of writing new software and finding,
adapting and integrating existing software. Tool and envi-
ronment support can have a dramatic effect on how quickly
this can be done, on how much it will cost, and on the qual-
ity of the result. They often determine whether it can be
done at all, within realistic economic and other constraints,
such as safety and reliability.

Software engineering tools and environments are therefore
becoming increasingly important enablers, as the demands
for software, and its complexity, grow beyond anything that
was imagined at the inception of this field just a few dec-
ades ago.

This paper does not attempt to survey this vast field in full,
even less to predict the myriad paths of its evolution. In-
stead, it presents a personal view of some of the key issues
and themes that we believe to be especially important.

The rest of this paper is organized as follows. Section 2
reviews some of the history of tools and environments in
software engineering and identifies some key, recurring
themes that have influenced the field in the past and are
likely to continue to do so in the future.  In Section 3, we
describe some critical issues that we believe the software
engineering domain currently faces and indicate some re-
quirements on solutions.  Section 4 presents some solution
approaches to the problems raised in Section 3 and identi-
fies current technologies that we believe may serve as en-
ablers for these approaches.  Section 5 describes some
challenges presented by new application domains and indi-
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cates how these domains further constrain solutions.  Fi-
nally, Section 6 presents some conclusions.

2. A BRIEF HISTORY
Tools and “environments” have existed, in one form or an-
other, to aid developers in producing software since com-
pilers and editors became standard offerings with operating
systems. The earliest “environments” were little more than
small collections of stand-alone tools that could be used in
a loosely coordinated fashion to help accomplish software
engineering goals.  Unix [36] is a good example of such an
environment. It provides tools, like editors, compilers, de-
buggers, and other utilities (e.g., awk, sed, grep, find),
whose inputs and outputs can be interconnected loosely, at
the developer’s discretion, via pipes and redirection. This
interconnection is possible because the tools all accept and
generate data in simple, standardized formats.

Early “environments,” while quite useful, did not provide
any real means of integrating tools, coordinating their exe-
cutions, or automating common tasks—they simply pro-
vided tools, and they required developers to employ appro-
priate usage conventions that would permit the developers
to coordinate the use of the tools.  The earliest vehicles for
automating the flow of control among tools, like Make [21]
and Odin [15], were suited to a batch-style of operation.
They provide the ability for developers to describe how
tools and data relate, and which tools should be used to
process changed data.  For example, Make allows develop-
ers to indicate that a change to a particular set of source
code files should result in recompilation. The use of the
compiler may then trigger the execution of a test suite, and
so on. The addition of tool integration mechanisms signifi-
cantly enhanced the usability of collections of stand-alone
tools, but the resulting environments were still loose fed-
erations of tools, and they suffered from all the usual prob-
lems associated with loose integration.

The first significant efforts in producing tightly integrated
development environments were those in the area of pro-
gramming support environments (PSEs).  As their name
suggests, PSEs are collections of tools that support coding
activities.  Earlier PSEs, like Pan [4], Gandalf [28], and the
Cornell Synthesizer Generator [54], typically provided one
or more compilers, language-sensitive editors (such as syn-
tax-directed editors), and debuggers, and sometimes other
tools as well (e.g., testing or documentation utilities). These
tools were integrated tightly so that the activities of one tool
were reflected appropriately in other tools.  For example,
changes made in the editor might be reflected immediately
in the compiler and in the debugger. PSEs also generally
included some support for task automation. For example,
when a developer asked to run a program in the debugger,
the PSE might first determine whether all compiled mod-
ules were up to date and recompile accordingly. The early
PSEs introduced the use of inter-tool events to coordinate

their operation and remove the batch-like control of when
tools should be used to process data. They provided a mes-
sage server with which tools could register their interest in
particular events that other tools sent to the server.  Upon
receiving an event notification, the server would identify
those tools that had expressed interest in the event and
would forward it to those tools. In later PSEs, like Field
[49], this event-based view of control integration allowed,
for example, a compiler to coordinate with separately run-
ning editors and debuggers by sending events such as the
location of syntax errors. The editors and debuggers, having
registered their interest in such events, would be notified of
the errors, and could highlight them.

PSEs comprised tightly integrated collections of tools, and
as such, they were able to overcome many of the problems
associated with earlier, loosely integrated environments.
They were, and continue to be, extremely useful tools, and
they are still used by the majority of developers today.
Their major limitation, however, is that they support only
one software engineering activity and its artifact—imple-
mentation and code, respectively—and exclude all other
major activities and their artifacts, such as requirements
engineering, specification, design, testing, and analysis.
Even the earliest software lifecycle models (e.g., the water-
fall model [51]) noted, of course, that all software engi-
neering activities are interconnected, as are the artifacts
produced by those activities. Thus, one activity may affect
another, and changes to one artifact may necessitate
changes to other, related artifacts, to ensure that the artifacts
remain mutually consistent. Although even early environ-
ments provided some tools that promoted the development
of artifacts other than code, these tools were not integrated
with other tools, and the relationships between their arti-
facts and those of other tools could not be represented or
used to automate tasks, such as change propagation.  This
was, essentially, the same situation as existed in the very
earliest “environments,” which contained collections of
stand-alone tools that developers could choose to use in a
coordinated fashion, but which did not, themselves, provide
any assistance in doing so.  The identification of the need
for integrated support for software engineering activities
throughout the software lifecycle represents the genesis of
software engineering environments (SEE).

SEEs, like their PSE antecedents, are integrated collections
of tools that facilitate software engineering activities.
However, SEEs extend well beyond programming support
tools, supporting software engineering across the software
lifecycle. For example, RPDE3 [43], a prototype for inte-
grating activities from design through testing, emphasized
the use of a natural human interface to promote develop-
ment-by-elaboration, permitting different “perspectives” to
be taken on an underlying web of design and development
information. The Arcadia SEE [53] included tools for re-
quirements specification, high- and low-level design, analy-



sis, and testing.  These tools facilitated the development and
analysis of different software artifacts.  Moreover, the
Arcadia environment supported traceability across the arti-
facts by permitting the description of interrelationships
across different pieces of different artifacts; thus, for exam-
ple, developers could indicate which design modules ad-
dressed particular requirements, and which code units im-
plemented particular design modules.  This kind of trace-
ability greatly facilitates comprehension and change identi-
fication and propagation—a crucial improvement over tra-
ditional PSEs.  In the area of environments and tools, SEEs
represent, perhaps, the most significant area of research
over the past decade; they are to the full software engi-
neering lifecycle what PSEs were to coding.

Some earlier SEE-related research and development fo-
cused predominantly on the production of tools to aid ac-
tivities at stages of the software lifecycle other than coding,
and included “hooks” to enable connection with other tools
or artifacts. The “Interactive Design Environment” [58] was
a well-known move toward emphasizing design while re-
taining a connection to its realization in code. The dominant
theme in early SEE research was the integration of tools
across the software lifecycle, thus broadening the domain
across which tools can be applied.

Because program code is generally expressed as program-
ming language text, PSE’s could rely upon widely-accepted
standards for the data they shared. The broadening of scope
to other development concerns forced attention to be paid
to support for data integration: sharing data and integrating
tools with respect to the data they share. One common
theme was repository-based integration, an integration
model that posited a common model for the shared infor-
mation and provided support for its storage and manage-
ment of concurrent and secure access. PCTE [12] is a well-
known exemplar of this approach. Unfortunately, the mod-
els existing at the time could not reconcile the need for a
commonly available view with the need for rapid changes
of view by individual tools.

The fact that rapid development dominated the tool scene,
coupled with the hope that distributed objects would solve
the data integration problem, has hampered progress on
SEEs.  But two important lines of research have emerged
from the SEE domain in the last decade, and each addresses
a major theme of great current importance in software engi-
neering. Multi-view software environments facilitate the
development of one or more artifacts when different devel-
opers may have different views of the artifacts they are de-
veloping, and of the processes by which they are develop-
ing them.  Thus, for example, in the Viewpoints system
[41], two developers collaborating on a requirements speci-
fication may each see different models of the requirements,
represented in different formalisms, and may each use dif-
ferent process models.  The environment uses descriptions

of intra- and inter-artifact consistency to maintain consis-
tency across the different representations, or to manage
inconsistency as it arises. As another example, in Statemate
[29] and Rational Rose [48], a single developer may be able
to work with multiple views of a given piece of software—
for example, a control-flow representation and a data-flow
representation, or a class view and an object collaboration
view—simultaneously, and be able to update one view and
have the other updated automatically.  Multi-view environ-
ments facilitate the definition and integration or coordina-
tion of different, simultaneous views of software artifacts.

The second major line of SEE research was initiated by
Osterweil’s landmark paper [46], which posited the need
for semi-automated support for the software process [22],
in addition to tool support for artifact development.  Oster-
weil hypothesized that the software engineering process
should itself be treated as a piece of software—one that
undergoes a similar lifecycle, including requirements speci-
fication, design, implementation, testing, analysis, etc.  This
hypothesis has had a profound effect on SEE research.  It
gave rise to process-centered software engineering envi-
ronments (PSEE), which integrate tool support for software
artifact development with support for the modeling and
execution of the software engineering processes that pro-
duce those artifacts.  The explicit representation of proc-
esses, their products, and their interactions, is the founda-
tion on which modern integrated development environ-
ments, like the Rational environment, are built. In providing
more powerful ways of describing and implementing soft-
ware engineering processes, PSEEs have also provided a
powerful means of integrating processes and tools, and
(partially) automating tasks.  Some important examples of
PSEE research include Adele [8], ALF [13], Arcadia [53],
EPOS [16], GOODSTEP [19], Marvel [35], Merlin [34],
MELMAC [17], OIKOS [2], Oz [9], PCTE [12], and
SPADE [5].

3. KEY CHALLENGES
Some common themes are apparent throughout the history
of software engineering tools and environments research.
Not surprisingly, perhaps the most ubiquitous is the theme
of integration.  As we have seen, the need for integration—
of tools, processes, artifacts, and views—has been a driving
force for many of the major changes in direction and new
lines of research.  Integration has been accomplished using
a veritable plethora of approaches—ASCII text, shared
repository, standardized representations and interfaces,
transformation and adaptation, event-based integration,
frameworks, etc.—and tools and platforms that facilitate
them.

Along with work on integration and other themes like soft-
ware process support and multi-view environments, a vast
collection of tools have been prototyped or marketed, cov-
ering the tremendous range of software engineering activi-



ties mentioned in Section 1. Some of these have been de-
veloped in the context of integrated environments, some can
cooperate loosely with some others, many are freestanding.

Unfortunately, the state-of-the-practice in software engi-
neering has not advanced nearly as much as this impressive
set of tools and integration mechanisms would imply. Why
not?

A key reason is that each tool or environment is still highly
specific to some context. It might require the software it
manipulates to be written in a particular language, or to be
represented using a particular kind of intermediate form or
program database. It might run only on particular hardware,
under a particular operating system, or using a particular
compiler, environment or integration platform. It might
require the presence of a variety of other tools or infra-
structure components that the developer cannot or does not
wish to use. It might not contain the “hooks” needed to en-
able it to work properly with other software the developer
must use.

The concepts embodied in such tools are often applicable to
other contexts, but the tools themselves are not. Developers
frequently see tools they would like to use, or capabilities
they would like to have within their own environments, only
to discover that a context or packaging mismatch precludes
or greatly complicates the use of those tools [24]. Tool de-
velopers are constantly plagued by the problem of making
their tools available in multiple contexts, to achieve wider
use, rather than being able to devote their efforts to innova-
tion.

A major challenge for the tools and environments commu-
nity is, therefore, to find ways to build and integrate tools
so that they, or capabilities within them, can be easily
adapted for use in new contexts. It is unlikely that contexts
will become sufficiently standardized to enable “plug-and-
play;” history demonstrates that standardization cannot be
relied upon as a complete solution, because, among other
reasons, new domains are identified as needing standards
only well after developers in more than one group have
already built software for them. Instead, adaptation and
integration are key capabilities. Tools play a critical role in
enabling flexible adaptation and integration, so this be-
comes a double challenge for the tools community:

•  Developing and using tool architectures and other ap-
proaches that facilitate adaptation and integration.

•  Building tools to assist with the adaptation and inte-
gration process.

3.1 Permanently Malleable Software
This problem of separate islands of context-specific soft-
ware actually exists throughout the software world. As
software has become more and more pervasive and its life
expectancy has increased, it has been subject to greater
pressures to integrate and interact with other pieces of

software, and to evolve and adapt to uses in all manner of
new and unanticipated contexts, both technological (e.g.,
new hardware, operating systems, software configurations,
standards) and sociological (e.g., new domains, business
practices, processes and regulations, users).  Unfortunately,
as the ongoing software crisis attests, software fundamen-
tally cannot meet these challenges.  Evolution, adaptation
and integration are costly and difficult, if they can be per-
formed at all.  As a result, more and more people are using
software that fails to do what they want, that does things
they do not want, that does not integrate well with their
hardware, other software, or into their business processes,
and that becomes ever more brittle and unreliable over
time. Essentially, software is like a square peg being forced
into round, triangular, octagonal, and other kinds of ever-
changing (and rapidly changing) holes into which it does
not, and cannot readily be made to, fit.

This problem arises because it is impossible to predict, even
with the most careful analysis, how business practices,
business processes, people, and technology will co-evolve
over time. As people use software, and as their businesses,
domains, and available technologies change, they find dif-
ferent uses for the software, and they impose new require-
ments on it. In rapidly-changing technology fields, it is little
wonder that it is impossible to anticipate all uses to which a
piece of software will be put in the future, and in what con-
texts it will be used.

At present, however, the technology available to aid in
software integration and evolution depends fundamentally
on the ability to anticipate and pre-plan for change: design-
ers anticipate likely evolution scenarios and variations, and
build in “open points” to make them straightforward to ac-
complish, using techniques such as frameworks [59] and
design patterns [23]. When significant changes arise that
were not anticipated, reengineering is usually needed. De-
spite reengineering tools [40], this remains an exceedingly
costly and error-prone process.

The reliance on pre-planning for change is problematic for
two reasons. First, as noted above, it is impossible to antici-
pate all future needs, and changes that were not anticipated
remain difficult or impossible to accomplish.  Second,
many current pressures militate against good up-front plan-
ning. Traditional models of software development (notably,
the spiral [10] and waterfall [51] models) involve careful
requirements analysis and design prior to implementation.
This may be appropriate in more traditional contexts, such
as the development of large, high-quality systems over a
significant period of time, or the engineering of safety-
critical software [38], but in many areas of business and
research today there is great pressure to be first to market or
first to publish, even at the cost of reduced quality. Products
that appear first often capture the market, and higher-quality
alternatives released later are often too late. This puts great



pressure on developers to shorten the software lifecycle in
favor of quick release of a product that does enough to
capture interest and a significant share of the market. Initial
development is fast and focused, without spending time on
planning for future changes that probably couldn’t be an-
ticipated adequately anyway. The changes come later and
are often difficult, requiring some amount of reengineering
to introduce needed open points. Clearly, the state-of-the-
art approach to evolution—careful pre-planning—does not
itself satisfy current and evolving needs.

In a nutshell, software is currently like clay, and it needs to
become like gold. Clay is soft and malleable initially, but
then it hardens. After that, bumps can be added to it, but it
cannot be changed or reshaped without breakage. Attempts
to force a hardened clay peg into a hole of a different shape
are likely to lead to breakage. Gold, on the other hand, re-
mains malleable for life. It can be reshaped as needed, and
will assume the shape of a hole into which it is hammered.

We introduce the term morphogenic software1 to refer to
software that is malleable for life: sufficiently adaptable to
allow context mismatch to be overcome with acceptable
effort, repeatedly, as new, unanticipated contexts arise. In
other words, it can be reshaped to fit into new holes as
needed.

Morphogenic software extends the goals of integration,
discussed in Section 2. Traditional integration solutions say,
in effect, “integration can be achieved by building software
using this particular integration approach (e.g., event
mechanism, repository, or process specification approach).”
This means that, when writing some software, one does not
have to anticipate what other specific software it will have
to integrate with, but one does have to commit to a particu-
lar context (the choice of integration approach). Adaptation
across contexts is still difficult or impossible. Morphogenic
software goes a step further by requiring a commitment to
integration, but to not any particular approach.

In other words, the challenge is to find ways to write soft-
ware, and tools to manipulate software, that will facilitate
both rapid initial development and later adaptation and in-
tegration in new contexts, without up-front knowledge of
what those contexts will be. This combines and extends
some key challenges of the past, including integration,

                                                          
1 The term “morphogenic” is derived from “morphogenesis,”

which, in biology, refers to the “process of shape formation,
which is responsible for producing the complex shapes of adults
from the simple ball of cells that derives from division of the
fertilized egg” [On-Line Medical Dictionary]. The parallels
between the changes an organism undergoes during develop-
ment—subject constantly to environmental and evolutionary
pressures—and those a piece of software undergoes during the
course of development, are striking.

adaptability, reuse, portability, and retargetable systems, in
the context of the modern software development milieu.

3.2 Separation and Integration of Concerns
A major barrier to portable software and morphogenic
software is inadequate separation of concerns. The software
implementing a desired capability may depend deeply on
other software that is highly specific to use in a particular
context. Worse yet, the parts of software artifacts that em-
body the capability may well be tangled or coupled with
context-specific parts, or parts pertaining to other capabili-
ties, so that one cannot even identify a module or collection
of modules devoted solely to the capability itself.  This
makes evolution, adaptation or reuse of the capability diffi-
cult or impossible.

Separation of concerns has been a guiding principle of
software engineering for decades [47]. Why, then, do these
difficulties remain? We believe that the primary reason is a
problem we have termed the tyranny of the dominant de-
composition [52]. Software started out being represented on
linear media, and despite advances in many fields, such as
graphics and visualization, hypertext and other linked
structures, and databases, it is still mostly treated as such.
Programs are typically linear sequences of characters, and
modules are collections of contiguous characters. This lin-
ear structure implies that a body of software can be decom-
posed in only one way, just as a typical document can be
divided into sections and subsections only one way at a
time. This one decomposition is dominant, and often ex-
cludes any other form of decomposition. For example,
functional programs can only be decomposed by function,
and object-oriented programs by class.

Traditional application of separation of concerns therefore
involves examination of different separation criteria, such
as functional versus data decomposition, and choosing one.
In other words, which tyrant is best? The answer is that
different tyrants are better in different situations [25]. Dif-
ferent concerns are important for different development
activities at different stages of the software lifecycle, and
for different people playing different roles in a software
process. As a result, different decompositions—perhaps
several simultaneously, as seen in the work on multi-view
SEEs—are appropriate at different times. In more recent
research, therefore, the focus has shifted to eliminating the
tyrant, at least in part, by allowing separation according to
more than one kind of concern at a time (e.g.,
[1][3][25][37][39][52]).

To realize the benefits of separation of concerns fully, it
must be possible to achieve separation according to arbi-
trary kinds of concerns. These include, but are by no means
limited to, function, data type or class, feature [56], aspect
(e.g., distribution or persistence) [37], role [3], variant,
viewpoint [41] and unit of change. Some concerns are
identified early in the lifecycle, and guide initial develop-



ment; others first become apparent later in the lifecycle.
Many concerns span multiple software artifacts and even
multiple phases of the lifecycle. Full support for separation
of concerns, liberated from the tyranny of the dominant
decomposition, must allow the developer engaged in some
development activity to focus on and work with whatever
concerns of whatever kinds are appropriate for that par-
ticular activity, irrespective of the particular concerns used
to decompose the software when it was first written.

It is appealing to think of many concerns as being inde-
pendent or “orthogonal,” but this is rarely the case in prac-
tice. Persistence and distribution are a common example:
while they seem to be orthogonal capabilities that can exist
separately or together, their implementations usually inter-
act, and the details of each depends on the presence or ab-
sence of the other. It is essential to be able to achieve useful
separation of overlapping and interacting concerns, identi-
fying the points of interaction and maintaining the appro-
priate relationships across these concerns as they evolve.

Separation of concerns is clearly of limited use if the con-
cerns that have been separated cannot be integrated; as
Jackson notes, “having divided to conquer, we must reunite
to rule” [32]. Thus, any approach to separation of concerns
must have a corresponding integration approach, to permit
the synthesis of software that deals with multiple concerns.
Functional languages, for example, use nesting and function
call as the means of building software from separate func-
tions. Integration mechanisms within SEEs can be seen in
this light, with the individual tools as the concerns being
integrated2. Integration support must, therefore, grow in
sophistication along with means of separating concerns.

We use the term multi-dimensional separation of concerns
to refer to separation of concerns with the properties noted
above [45]. We believe that, just as traditional separation of
concerns has been key to software engineering in the past,
multi-dimensional separation of concerns will be key to
software engineering in future, enabling such critical activi-
ties as understanding, evolution, adaptation, reuse and mor-
phogenesis. The challenge is to create mechanisms, meth-
odologies, tools and environments that support it and lever-
age it.

4. MEETING THE CHALLENGES
We believe that addressing the challenges noted in Section
3 will be among the key thrusts in software engineering
over the next decade. In this section we outline some of the
approaches and specific requirements we foresee in the area
of tools and environments.

                                                          
2 Each tool, in turn, usually consists of subsidiary concerns, such

as functions or classes, integrated using programming language
mechanisms.

4.1 Deployment of Commercial Technologies
Recent developments in commercial software development
provide technologies that begin to address the integration
challenges discussed above. These advances allow the basic
functional characteristics of some software to be expressed
without fixing decisions that depend on its context. We
refer to software whose structure embodies the flexibility to
allow it to be “grown” into many differently-shaped deriva-
tives to fit different environmental concerns as stem-
software, a limited kind of morphogenic software. This
characteristic, and the increasingly widespread acceptance
of these commercial technologies, make them a good foun-
dation. If focused effort is put into enhancing and applying
them suitably, they can be expected to grow towards more
complete solutions.

4.1.1 Data Integration and XML
Adoption of XML (the eXtensible Markup Language) [60]
by future software development tools may break a logjam
that inhibits data sharing between software tools.3

Solutions to data integration issues can be characterized as
unidirectional or omnidirectional sharing solutions. Unidi-
rectional sharing feeds the data from one tool to another, as
in Unix pipes, while omnidirectional sharing feeds infor-
mation back-and-forth among several tools.

Data sharing among tools has been hampered by a feast-or-
famine approach to interchange standards.  Some are ex-
tremely low-level standards that fail to encode structure,
like files of ASCII text. Others are extremely high-level,
like CDIF models of particular domains. These have the
disadvantage that they cover narrow domains and do not
deal well with information that protrudes into more than
one domain, and that there are few tools to assist with their
construction. With one major class of exceptions4, there-
fore, software tool prototype development has ignored in-
terchange issues.

XML promises to provide a mid-level standard that can
enable the creation of more flexibly-deployed and reusable
software tools. However, this can be achieved only if the
software community carefully picks among the XML claims
to find more reality-based solutions.

                                                          
3 Another article in this volume discusses the importance of XML

to software engineering on the Internet [11].
4 The programming languages themselves provide the major class

of exceptions. The need to interchange programs between tools
and humans has dictated an agreed-upon, high-level structural
interchange format, the language’s syntax. The need to convert
back-and-forth between internal formats and this interchange
format has forced the existence a tool suite for parsing and un-
parsing which then simplifies adaptation to the interchange for-
mat.



Rather than expecting XML to solve data integration prob-
lems by enabling a new generation of high-level standards,
we should look to the fact that the adoption of XML files
rather than ASCII files as an interchange format allows
content-model mismatches to be dealt with more expedi-
tiously, through the use of transformation tools. Such tools
can examine definitions of different XML models (e.g.,
DTDs or XML Schemas), and, with user assistance, detect
related elements, reconcile differences, and generate trans-
formers (e.g., in XSL). These transformers can then be used
to reshape the XML produced by one tool for consumption
by another. The use of XML as a common substrate has the
significant advantage that it separates the technological
issue of reshaping content both from the details of specific
tools and from the burden of adapting to a wide variety of
basic representations at the same time.

The commercial adoption of XML has provided tools that
parse, unparse, and transform XML representations. The
availability of parsing and unparsing tools reduces the cost
of adoption to the point where all new tools should deal
with their one-way information flows (e.g., their input and
output, except, of course, communication with users
through user interfaces) in XML format. This brings the
tools closer to being stem-software since their derivative
forms have the opportunity of reshaping the XML as
needed in different environments.

Technologies for solving the problems of reshaping also
enable the occasional application of XML to omnidirec-
tional sharing situations.

Short of the repository-based approaches discussed in the
next section, omnidirectional sharing can be accomplished
with one-way sharing mechanisms by keeping tools’ inputs
and outputs as stored documents that can be used or created
by other tools. These documents constitute a form of
coarse-grained repository for tools without a common data
model. Use of the repository is augmented by transforma-
tion tools and notification mechanisms that allow it to re-
shape information to fit other tools’ needs and to awaken
them on demand. The same considerations that make XML
an important approach to unidirectional sharing therefore
facilitate this model for omnidirectional sharing. Omnidi-
rectional sharing through a reshaping and notification coor-
dinator is in use in at least one advanced system available
commercially today. Adapting unidirectional technologies
for omnidirectional use requires more careful use of XML
than is common, because of the need to preserve identity in
round-tripping. For example, a program element identified
to the developer by its name should generally (but not al-
ways) be identified in related XML elements by a unique
identifier because the name could be changed by a renam-
ing not seen by all the tools.

4.1.2 Data Integration and Enterprise Java Beans
XML is appropriate for very coarse-grained integration
characterized by loose coupling and low bandwidth. Tighter
coupling, or requirements for higher bandwidth, requires
the use of a shared repository.

Traditional designs for repositories  have required that par-
ticipating tools use a common data model. To remove this
constraint, morphogenic software needs to contain an isola-
tion layer to insulate the tool’s model from the repository
model. To date, software tool developers have therefore
eschewed morphogenic software in favor of rapid develop-
ment.

Confronted with the same need faced by SEE designers to
deploy software with different internal models against a
common repository of information, the commercial soft-
ware community has promoted and adopted the Enterprise
Java Beans™ (EJB) technology [55].

Enterprise Java Beans provide a style for Java programs
that separates the concerns of an object’s algorithms (“the
business logic”) from its data storage and access concerns.
The software is written in a stem form and is subject to
maturing through a process called deployment. Deployment
provides implementations for the operations that the stem
uses to access its data, and for points at which calls to other
objects may be intercepted. These implementations support
the tailored choices made regarding data storage, verify
authority for access, and participate in concurrency and
transaction management protocols. The implementations
may be created either by developers directly or by tools that
support deployment. However, as is the case with XML, the
current state of EJB technology suffers from the fact that it
was developed without regard to the performance issues of
interest in much tool work, and that much of its support
relies on an underlying presumption that information is lo-
cated by untyped keys rather than typed pointers. So, while
one might hope to advocate that all new tools should deal
with their omnidirectional information flows (e.g. their per-
sistent storage) by writing them as EJB’s, this requires the
availability of a free, lightweight deployment tool for sim-
ple situations and the development of extensions that sup-
port more pointer-like keys.

4.1.3 Control Integration and Java Messaging Services
Event-based message delivery is at the heart of many con-
trol-flow integration backplanes, and that fact is now af-
fecting commercial software infrastructures as well as soft-
ware development infrastructures. Capitalizing on the Java
success, a messaging model called Java Messaging Services
(JMS) [33] has been put forward. JMS has several severe
limitations that inhibit its use as a promoter of morphogenic
software.

Morphogenic software emphasizes the separation from
stem-software of unrelated concerns. JMS, however, re-



quires the sender of a message to be cognizant of those
elements of the contents that are used to determine who
should receive it. The sender must explicitly include these
as properties of the message in spite of the fact that they are
contained within the message as well. In addition, both the
sender and receiver of a message must be concerned with
the categorization of messages into topics that are used to
describe the flow of the messages. Both of these concerns
are clearly separate from the functional concerns of the
sending and receiving objects.

These characteristics argue for the use of a stronger deliv-
ery model: message brokering.

4.1.4 Control Integration and Message Brokering
The message broker model is a generalized delivery model
supporting the routing of messages, from the sender to one
or more receivers. The delivery criteria are treated as a
separate concern from the processing concerns of either.
The message broker extracts properties from the message
and uses those properties in the light of delivery rules to
determine the recipients. As with the EJB technology, this
process is characterized in the deployment of software,
rather than in its development in stem form. Instead of be-
ing internal to a tool, the process of matching receivers to
senders and consumers to providers is performed when the
software is placed with other software elements by provid-
ing dispatch or delivery rules that may depend on message
contents.

While both JMS and most commercial message brokers
emphasize event-based messaging, that model is not suit-
able for most software. The bulk of the software is written,
in programming languages like Java™ or COBOL, to ex-
pect the response to a request for service (a method or sub-
routine call) to be sufficiently forthcoming that no provision
need be made for delay or transaction boundary crossing.
There is, however, no good reason why the same model for
separating delivery concerns from processing concerns
should not be applied to the normal request/response idiom.
In making this application, we should be careful that soft-
ware elements make no more than the necessary presump-
tions about the way they will mature in deployment. For
example, function consumers (senders or callers) should not
insist on delivery to single servers or to servers who are
interested only in the fact that the request was made.

With respect to this area of integration, new tools should
interface with the components they call and that call them
through open delivery mechanisms. The use of open deliv-
ery mechanisms separates the delivery specification, e.g.
that delivery will look at and only at the class of one par-
ticular parameter, from the tools. This allows delivery to
components other than the ones the tool builder envisaged.
The ideal is to use a language implementation that allows
brokering of all calls, such as a Java interpreter or C++
compiler that is open with respect to dispatch semantics.

Although uncomplicated in the light of existing multiple-
dispatch technologies, such interpreters have yet to be
written. They have the advantage that they allow tool build-
ers to code calls to other components in the same manner as
calls to internal functions.

4.1.5 Control Integration and Composition Engines
Separate specification of deployment characteristics from
stem characteristics requires languages and conceptual
models for these specifications. Software composition en-
gines, like GenVoca [7] and the subject-oriented
programming compositor [44], employ directives for com-
posing components that are separate from the components
themselves, treating all the software components as stem-
form software. Compositors like these raise to conscious-
ness the need for investigation of tools that describe rules
for how messages flow, how software is combined, how
needs are matched with provisions, and how consistency-
checking is performed. If the software is to become capable
of morphogenesis, these issues cannot be left as the prov-
ince of individual programming languages, but must be
treated as concerns separate from the function of the indi-
vidual pieces of software.

4.2 Management of Concerns
Support for full multi-dimensional separation of concerns,
or for variants or subsets of it that allow separation accord-
ing to more than one criterion at a time, requires tool and
environment support, and suggests the need for new meth-
odologies and environments that best leverage it.  Some
tools have begun to appear (e.g., [6], [27], [37], [39], [45]),
but many more are needed, and research into appropriate
methodologies and processes will be required before truly
effective environment support can be provided.  Given the
growing awareness of the problem of the tyranny of the
dominant decomposition and the interest in providing
mechanisms that break it, we expect real progress on such
tools over the next decade.

At present, separation of concerns is predominantly an early
lifecycle activity; it occurs during requirements engineer-
ing, design, and coding.  Once chosen, the concern structure
becomes relatively fixed; most changes require system re-
factoring and rearchitecting.  In actuality, however, new
concerns become relevant throughout the software lifecycle.
Thus, tool and environment support will be needed to fa-
cilitate separation of concerns as an activity that occurs on
an ongoing basis, as new concerns are identified or become
relevant.

Separation of concerns itself is really a process that in-
volves several activities—identification, encapsulation, and
integration of concerns—all of which require tool support.
Some key challenges in these areas are described below.

Identification of concerns: Identification of concerns is
the process of determining the set of relevant concerns, the



units of software that address them, and their interrelation-
ships. Identification can occur either “up-front” or “in retro-
spect.”  When developers identify concerns up-front, they
explicitly design one or more software artifacts so as to
encode the concern structure in the software structure.  For
example, a requirements engineer may be concerned about
features of the software, and therefore organize the re-
quirements by feature concerns; similarly, a Java™ pro-
grammer is concerned about classes, and so separates the
implementation into a set of class concerns.  Many types of
interrelationships among concerns are common, and these
are typically defined as part of the up-front design of the
concerns.

New concerns may become important as the software life-
cycle progresses.  Thus, developers may wish to identify
new concerns in retrospect, indicating how fragments of
existing software artifacts address the new concerns, and
how the new concerns relate to each other and to the exist-
ing concerns.  For example, the Java™ programmer may
need to talk to the requirements engineer; doing so, s/he
must be able to discuss the system features.  To identify
features as new concerns within the implementation code,
the developer must identify all of the classes, methods, and
member variables that address (i.e., are part of) each of the
features; for example, all displayObject() methods are
part of the “print” feature.

Tool support for identification of concerns must permit
both up-front and in-retrospect identification.  Identification
may be done extensionally or intentionally, and finding
convenient and effective ways to identify concerns, par-
ticularly intentionally, is an important research challenge in
this area.  The ability to identify concerns that span multiple
artifacts is also very important.  For example, a developer
whose concern is the “print feature” may care about all of
the artifact fragments associated with that feature: the re-
quirements specification, the design elements, the imple-
mentation code, the test cases, etc.  The ability to identify
these “cross-lifecycle” concerns promotes traceability and
round-tripping, both of which continue to be crucial.

Identification of concerns and their interrelationships must
be done consistently, in such a way as to ensure that stated
semantic properties are maintained.  As a simple example,
if the method displayObject() references a member vari-
able _display in a given class, then if displayObject()
is designated as addressing the “print” feature (as well as
the “Object” class concern), _display must also be part of
the “print” feature.  In general, ensuring that concerns are
consistent and that they satisfy their specifications is an
important issue—particularly so in the presence of overlap-
ping (non-orthogonal) concerns.

Visualization of software in terms of different kinds of con-
cerns that have been identified is a critical capability.  For
identification of concerns to result in reduced complexity, it

must be possible for developers to focus on certain specific
concerns while ignoring others.  It must also be possible for
developers to see and understand how concerns relate and
interact, to assess and control impact of change and to fa-
cilitate extraction.  Significant research is needed to deter-
mine how best to structure multi-dimensional concern
structures to promote comprehension, how developers will
need to navigate through them, and how to visualize them.

Encapsulation of concerns: Identification of concerns
indicates how concerns impact software, but it does not
itself ensure that the concerns are encapsulated.
Modularization mechanisms are needed to enforce encap-
sulation of concerns.  These mechanisms may be part of a
given formalism, as classes are in object-oriented formal-
isms, but it may also be the case that a particular concern
cannot be modularized in a given formalism When a con-
cern spans multiple formalisms or when a particular kind of
concern cannot be modularized in a given formalism (as
features cannot be encapsulated in Java™) extra-formalism
modularization mechanisms are required. Additional re-
search will be required to define both new artifact formal-
isms that better support identification and encapsulation of
multiple dimensions of concerns, and extra-formalism
modularization mechanisms that can be used to achieve
additional decompositions along other dimensions.

Integration of concerns: Any separation of concerns
mechanism must include powerful integration mechanisms,
to permit the selective integration of the separate concerns.
Integration, a key theme throughout the history of software
engineering, requires much tool and environment support.
It requires the definition of compositor [44] or weaver [37]
tools, which combine understanding of the underlying arti-
fact formalisms with semantic sophistication, to synthesize
integrated concerns that satisfy stated specifications and
interrelationships. They also need to perform “matching”
and “reconciliation,” examining the (interfaces of the) con-
cerns to be integrated, and interacting with the developer to
match  up corresponding elements and reconcile differences
between them.

Summary: Fully achieving the goal of multi-dimensional
separation of concerns will require both new research and
the synthesis of existing research in a variety of software
engineering and other areas.  These include software archi-
tecture [26], refactoring and reengineering, component-
based software engineering, software analysis, software
specification, methodologies, programming (and other)
languages, HCI, and visualization.

4.3 Environments for Morphogenic Software
Morphogenic software is an extremely ambitious goal, and
it will have to be realized incrementally. It involves re-
search on the evolutionary pressures facing people, organi-
zations, and their software, and on how the people, organi-
zations and software must respond to those pressures as a



unit. As such, it is an inherently multi-disciplinary area of
research, with software engineering tools and environments
playing a key role.

Support for separation and integration of concerns is critical
to achieving the goal of morphogenic software. In particu-
lar, the ability to identify portions of software that realize a
given concern, to extract it as a first-class component and
then later integrate it into a new context, are fundamental
requirements for morphogenesis. This section explores
some other kinds of tool and environment support needed to
facilitate the engineering of morphogenic software.

Managing Dependencies and Interactions. It has been
accepted for a long time that one of the key reasons why
software is too rigid to be readily adaptable is that it con-
tains many hidden assumptions, dependencies and interac-
tions. Perhaps these were understood by the original devel-
opers, but they are usually not specified or even docu-
mented, and are therefore not understood for long. Even
small changes can therefore have unexpected effects, which
can be difficult to detect and correct. It has long been hoped
that tools would help significantly with these problems, but
only recently have sufficient advances been made for this to
be realistic. Tools can encourage isolation in a natural way,
as discussed in Section 4.2. They can ease the capture of
useful information at the time of initial development and
evolution; the challenge here is to do so with minimum in-
trusion, or the immediate market pressures will render this
unacceptable. They can discover useful information in ret-
rospect, on demand. This might involve analysis, both static
and dynamic, to detect dependencies and interactions, and
perhaps even assumptions [20]. They can present visualiza-
tions of the software to manifest and help developers to
understand assumptions, dependencies and interactions.

Adaptation. Even software that has been successfully sepa-
rated and extracted from the context in which it operates
cannot usually be used as-is in new contexts. It must be
adapted to the new needs before it can be integrated with
other software in the new context. Traditional adaptation
mechanisms are inadequate to the task; to the extent adap-
tation is done at all at present, it is done largely by hand
Work on packaging mismatch is beginning to address some
of these issues [18]. Comprehensive tool support is sorely
needed.

The details differ widely depending on how much of the
base software is visible and modifiable. A black-box ap-
proach requires that the base software, and its interfaces
(including details of data produced or consumed), be left
alone. Tool support is therefore needed to compare actual
and desired interfaces, to reconcile differences between
them, and to produce adapters allowing the actual interfaces
to work in the new context. A white-box approach allows
modification of the base software. Tool support is needed to
help determine what modification is necessary, and to iso-

late the modifications from the base software, using separa-
tion of concerns techniques (Section 4.2).

Correctness and Consistency Management. Assuming
that one has adapted a portion of software and integrated it
into a new context, how can one be confident that the result
is correct and consistent? Tool support is needed to perform
both checking of various sorts, and testing. Checking tools
would need to be based on some specification of what is
intended; if not a full specification, at least some properties
that are to be checked, as is done with model checking [14].
They are also likely to require characterizations of the soft-
ware components, and of the manner in which they are
adapted and integrated. Since, given our assumptions about
initial software development, we cannot expect detailed
characterizations of software to be provided, tools are
needed to construct them on demand, probably using a
combination of program analysis and developer interaction.
A key challenge is making this work in such a way that the
benefits clearly outweigh the costs.

Summary. We have discussed some key tools needed to
support morphogenic software. There are many more, such
as tools to help locate software for adaptation and reuse,
perhaps using such techniques as concept extraction, data
mining and sophisticated search.

The vision of morphogenic software can thus provide a
focus for research on a wide variety of tools, with the ulti-
mate goal of an environment for development and evolution
of morphogenic software. Long before this goal is reached,
however, one can expect significant benefit from individual
tools that deal even partially with some of the problems
discussed above. As we have seen, some of these have al-
ready begun to appear.

5. NEW DOMAINS
In the prior section we discussed some key issues applying
to important research directions for software engineering in
general over the next decade. In this section we consider
some emerging new domains that we believe will require
non-traditional software engineering methodologies, tools,
and environments. These new domains impose some ex-
tremely challenging requirements and constraints on the
solutions, in addition to those discussed earlier, and we
expect the tools and technologies that address these do-
mains to expand the frontiers of modern software engi-
neering.

5.1 Pervasive Computing
Not long after standard computers became sufficiently
powerful that software engineers, for the most part, stopped
worrying about saving a few bytes or cycles, the advent and
expansion of pervasive computing has re-introduced the
need for software engineering for constrained devices. In
doing so, it has also introduced some new challenges, in-
cluding mobility [50], far greater heterogeneity of devices,



constant flux in the set of devices available, the desire for
the same applications to work on multiple devices, and the
need for software integration across devices.

Most work to date on constrained devices has been in the
area of embedded systems. Tools, running on standard
computers, support development of software for specific
devices. Developers use such tools to develop applications
specifically for a particular device and operating system.
Retargeting an application to a new device, and field up-
dates, in which new or updated applications are installed on
existing embedded devices, are both sizeable jobs.

The pervasive computing world is rather different. It is
more a case of bringing common services to a multiplicity
of devices than of developing custom applications for spe-
cific devices. There is strong economic pressure for a serv-
ice provider to support a wide variety of devices, and not by
rewriting the service for each of them; devices come and go
with sufficient rapidity that custom coding is not usually
viable. And yet, devices have significantly different char-
acteristics, so the services must at least be customized. This
creates a tension, and the need for software engineering
approaches and tools to assist in addressing it.

The biggest problem with constrained devices is the limita-
tion on computing resources imposed by constraints on
power. The second biggest problem is usability. User inter-
action is always impoverished, and its details differ signifi-
cantly from device to device. Supporting a service on a
large number of devices by using only their common capa-
bilities is not viable; it is essential to exploit the particular
strengths of each device to get usability that is acceptable at
all. This leads to the need for transcoding [31], and tools to
support it.

Transcoding is the process of adapting content for presen-
tation and interaction in different (constrained) environ-
ments. It might involve adaptation of legacy content, such
as databases, through techniques like data mining and web
page presentation. Better effects can be achieved with con-
tent structured with transcoding in mind, so that the struc-
ture, and perhaps additional information such as annota-
tions, can be used in the transcoding process. Tool support
is vital to present users with content and device models, and
allow them to specify easily how the transcoding should be
done. Variants of this support are needed in the develop-
ment environment and also on the device itself, to allow
end-user tailoring. Obviously, the tool running on the de-
vice will be much different than that running in the devel-
opment environment, as it must itself address the issue of
usability in the constrained setting.

Clearly, cross-development environments are critical in this
domain, as in the case of embedded systems: compilers,
debuggers, profiling and performance tuning tools, testing
tools. A new twist is provided by the fact that support for

multiple targets is critical, so that applications can be de-
veloped once and deployed, with customization but without
major redevelopment, on many kinds of devices. The de-
vices differ not just in hardware, but also in operating sys-
tems and application models. Applications are not typically
portable across application models; this is a significant
change of context, requiring excellent separation of con-
cerns and morphogenesis.

5.2 e-Commerce
The burgeoning e-commerce domain is sufficiently differ-
ent from traditional software domains that many software
engineering issues must be rethought. There is far greater
emphasis than before on COTS software and on black-box
reuse, versus on writing and evolving large software sys-
tems owned by a single company. Indeed, the components
being reused, and the data they use, are often not even on
machines one owns or controls. There is no global view or
control, but rather many largely independent systems that
must interact. They all evolve, again without central con-
trol, and the evolution often involves interfaces, not just
internal details. This evolution occurs dynamically, and the
commerce must continue despite it. There are growing de-
mands for continuous availability, even in the face of surges
in usage, some of which have already been observed to be
an order of magnitude larger than “normal” usage. Because
of the exchange of money and sensitive information, secu-
rity and reliability are often critical.

Many of these issues are not new to e-commerce, and have
arisen in distributed systems, agent systems, highly reliable
systems, software process modeling and execution, etc.
However, the e-commerce domain brings them all together
in a context of major and growing importance, and a con-
text of unprecedented scale. E-commerce software is being
developed, and rapidly, because this is one of the domains
in which being early to market is important, yet without the
benefit of a large body of appropriate software engineering
research results or experience. There is a significant chal-
lenge for the software engineering research community to
come up with architectures, models, methodologies, ap-
proaches and processes, and the tools and environments that
embody them, in order to facilitate software engineering
and improve software quality in this domain.

Another area where tools are desperately needed is man-
agement of scale. Presentation, visualization and manage-
ment of complexity has long been an important theme in
tool development, and one that has met with limited suc-
cess. In the e-commerce arena, the numbers go way beyond
anything such tools have dealt with before: e.g., on the or-
der of 108 people on the Internet, and 1011 agents running
on their behalf; even a single auction system running 2 mil-
lion auctions simultaneously. Not all these interact at once,
of course, but the interactions are unpredictable, and surges
are common (and currently are often catastrophic). What



design and testing approaches and tools are needed for
software with these properties?

Within many e-commerce applications, there is great vari-
ability in requirements for reliability, availability and secu-
rity in different parts of the system. The properties are criti-
cal in some parts of a system, whereas high throughput is
much more important in others. For example, users are
quite tolerant (at least at present) of minor errors or occa-
sional disconnects when browsing a catalogue, as long as
they can usually do so quickly and conveniently, but when
transferring money to purchase items, they demand reliabil-
ity and security. What approaches and tool support are nec-
essary to build systems in which these different tradeoffs
co-exist, ensuring that the barriers are properly maintained?

Most e-commerce applications are an integration of under-
lying business rules and a user experience, which involves
graphical and often multi-media presentation, and is critical
to acceptance of the application. How can tools help devel-
opers to create the user experience, and to achieve this inte-
gration effectively, especially in the face of evolution of
both aspects? This goes considerably beyond traditional
user interfaces, and their separation from underlying func-
tionality.

Software evolution in this large-scale, uncontrolled domain
is especially challenging. As noted above, interactions
among agents, systems or components are often unpredict-
able, and yet any of the interacting parties might evolve
independently. Morphogenic software, and especially the
consistency and inconsistency management parts of it, have
an important role here, because, in a sense, context is con-
stantly changing, and software must adapt in a consistent
manner. In this domain, adaptation is even more challeng-
ing because it must often be dynamic, so as not to disrupt
ongoing commerce. Since most e-commerce systems in-
volve interaction with software one does not own or con-
trol, and often does not have installed on one’s own ma-
chines, detection of and adaptation to interface changes
becomes particularly important. How to engineer software
where this is even possible, and providing tool support for
doing so and for accomplishing the needed adaptation, are
challenging areas of research.

In the past, the software engineering community has fo-
cussed primarily on development and evolution of large,
complex, expensive, centrally-owned systems. This is still
an important problem, but to a relatively small number of
large companies. There is now a tremendous opportunity to
focus on the software engineering challenges of e-
commerce, helping to ensure that software quality and ca-
pabilities do meet the demanding needs of this domain.

6. CONCLUSIONS
Throughout the history of tools and environments in soft-
ware engineering, we have seen some important issues and

trends emerge. These include separation of concerns, inte-
gration and coordination, “plug and play” and support for
multiple views. We have also seen numerous attempts to
address these issues as they have manifested themselves in
different contexts, each imposing unique requirements and
constraints on solutions. These attempts have shaped the
history of the field.

Many of the key challenges we see at present and in the
future for software engineering tools and environments also
pertain to these common themes.  The modern software
development milieu, however, renders them broader and
deeper, with ever more complex requirements and con-
straints on solutions. Addressing them adequately will ne-
cessitate not only pushing the frontiers of the state of the art
in these areas, but also reexamining and redefining many of
the assumptions, methodologies, and technologies on which
the field currently rests.

We expect to see several major trends emerge in the future:

•  New methodologies, formalisms, and processes to ad-
dress non-traditional software lifecycles, and the tool
and environment support to facilitate them.  With sig-
nificant economic, business, and research pressures to
be first to market or first to publish, especially in new
domains like pervasive computing and e-commerce,
fewer individuals are able to expend the resources on a
traditional spiral lifecycle, even knowing what they are
losing as a result of cutting corners. Further, with rapid
development, rapidly changing requirements and plat-
forms, and an extremely fast-moving and volatile field,
it is questionable whether many new domains would
actually benefit from the more costly traditional soft-
ware lifecycle—it simply takes too long.  Current
methodologies and tools generally do not work well in
such non-traditional contexts, and they do not “de-
grade” gracefully.  Developing methodologies and
models that do work in these contexts, and tool and en-
vironment support for them, is a critical challenge of
the upcoming decade.

•  Greater focus on, and methodology, formalism, tool
and environment support for, separation of concerns
and morphogenic software. The problem of separate
islands of useful functionality that are seldom usable in
the contexts in which they are needed, is becoming
ever more acute. At the same time, advances in both
separation of concerns research and in integration re-
search and standards provide a glimmer of hope that
functionality and context can be separated and inte-
grated more effectively, leading towards context inde-
pendence and hence greater adaptability.

•  The adoption or adaptation of XML, Enterprise Java
Beans and sophisticated message brokering for inte-
gration of both tools and commercial applications. We
believe that these (or similar) technologies have a



chance of successful adoption, where prior standards
have failed, because they are standards at a different
level. They do not mandate specific models or require
specific implementations of specific sets of services,
like integration platforms of the past. They provide less
function, but are more likely points of agreement and
standardization, in much the same way that procedure
call has been in the programming language world.

The 1990’s saw a great deal of work on process-centered
software engineering environments, and the development of
many kinds of tools that facilitate different software engi-
neering activities.  We expect that the need for effective
PSEEs and diverse tools will increase, particularly as the
variety of challenging software domains and software engi-
neering models—traditional and non-traditional—increase.
Our hope is that research in these areas will occur along
with improvements in adaptability and integration, so that
the new tools and environments will not be yet more iso-
lated islands, but integral parts of a growing whole.
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