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Abstract

The comfortable certainties about the nature of trust on which most conventional security systems have been founded have always been at best
doubtful. In pervasive computing environments they become both delusional and dangerous. As a consequence, it is necessary for both technically
aware service providers and technically naïve end users to abandon the false hope that the behaviour of secure pervasive systems can ever be predictable
or repeatable; they must learn to accept the same degree of uncertainty in trust for their digital identities as they implicitly accept in their everyday
human relationships.

Computing technology is disappearing into the environment in a realisation of Mark Weiser’s vision for ubiquitous (pervasive) computing. In
the near future, the collision of the Internet with the embedded systems will mean a massive increase in both scale and heterogeneity of networks.
Security is absolutely essential to making this a reality, but conventional security measures have little hope of working; the centralised control of
security, relying on the a priori definition of the role, authority and relationships between principals is both undesirable and unsustainable in such
environments.

In this paper, we explore the need for security in pervasive systems, the difficulties in providing it, and ways in which sociological models of
trust management map into the digital world. We will present ADAM – a means of enabling the automation of trust establishment and maintenance
through distributed knowledge acquisition and management over a self-organised collection of agents. These agents collect and collate information
based on experience and recommendations from different sources and thereby enable trusting decisions to be taken.

I. I NTRODUCTION: THE NEED FOR SECURITY IN PERVASIVE SYSTEMS

It is a tautology to argue that pervasive systems, if and when they become a commercial reality, will necessarily invade many
aspects of our lives. The real question at issue then is what effect we should allow them to have on our lives; if they monitor our
environment, to whom is that information available and in what form? If they can act on our environment, what constraints are
placed on those who are allowed to make changes?

User authentication and access control are cornerstones of traditional information security systems, and are aimed at ensuring
that information is neither disclosed nor modified improperly. Given the long history of research in this space, these mechanisms
are, obviously, the natural counterparts of what we require for pervasive systems. Thus the obvious first approach to our problem is
to attempt to deploy traditional mechanisms in this new environment. Sadly, this approach is flawed. The proponents of traditional
authentication and authorisation mechanisms purport to offer a degree of certainty in user identification that is literally incredible
given empirical experience. Furthermore, the transference of this purported certainty to the pervasive environment is delusional
because the foundations and (largely implicit) assumptions on which the traditional mechanisms are built are no longer meaningful
in the future environment we envisage.

Current information security mechanisms are built upon the assumptions that the underlying systems they manage are relatively
static: there is little variation in their components and their interactions are relatively predictable. Given this it is reasonable to
assume that there can be a defined authority capable of asserting trust relationships and being believed. In reality, one of the failings
of the global PKI vision is that these assumptions hold only in relatively closed environments; as scale and dynamicity increase,
the hierarchical model of trust simply fails to capture the complexity of the interrelationships between people and organisations.

Pervasive systems are characterised by dynamicity and scale. Emerging networking technologies repeatedly stress and provide
functionality that supports the mobility of components, dynamic and distributed program execution, heterogeneity of services and
a massive increase in the numbers of components and their geographical distribution. Consequently, an unreasoning reliance on
traditional security mechanisms simply because they are traditional is, at best, flawed and, at worst, life threateningly dangerous.

II. SECURITY DECISION MAKING IN THE UBIQUITOUS ENVIRONMENT

Since it is not possible to have certainty in this environment, we must learn to live with the concept of uncertainty in identity
and in trust. But this, fortunately, is not the hurdle it may at first seem; not only are we, as human beings, used to dealing with
uncertainty and missing information in assessing trust, but credit card companies also use algorithms that operate over this space
to assess creditworthiness. The difficulty in a simple translation between the sociological space and the ubiquitous computing
space arise from two points: sociological models rely on cues that are unavailable in cyberspace but, more importantly, human
intervention in the ubiquitous computing space is unrealistic. In view of its organisational complexity and dynamicity and the
presumed naiveté of the user base, human intervention in establishing policy in ubiquitous computing must be minimised. Thus,
we require a dynamic mechanisms that is capable of ensuring that nodes are very largely self-protecting.

The increased mobility and dynamism of components affects their predictability. The heterogeneity of devices, services and
organisation means that: (1) the required levels of integrity and availability of information can only be achieved by correlating
significant amounts of information that is partially redundant, partially incomplete, and partially contradictory, rather than by
relying on individually trusted sources [3]; (2) if security solutions are built in application- or topology-specific ways, or with
prior definitions of the relationships between components, their scope is necessarily limited. Increased scale combined with the
unpredictability of interaction and a limited global view of components, mean that we are no longer able to fully predefine the
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relationships between components, predict their behavioural characteristics fully, nor maintain a full history of their behaviour.
All this adds up to an increase the uncertainties present in decision making and validates the need for autonomic management of
systems, to provide more flexible, robust and distributed solutions [6].

III. T HEORY: TRUST, SIGNALLING AND COHESIVE GROUPS

The concept of trust is used in human society to deal with high risk situations, in which little or no information is available to
the parties involved in the interaction with each other [5]. Trust management is aimed at providing a holistic approach to security
management by situating decision-making in the local context of interaction and basing it on correlation between evidence about
a prospective trustee and the local policy of a resource. Trust is generally evaluated incrementally, via a process of induction
of a trustee’s likely future behaviour from the history of direct observations and testimonies that are solicited from elsewhere in
the environment. However, making decisions based upon the trusting intentions of others is inherently risky, because policies,
policy violations, and policy enforcement are inherently local. The reliance upon distributed and decentralised control, in which
there are no universally trusted central authorities, reduces the incentive for participants to cooperate and makes opportunism a
dominant strategy in interactions. This problem is exaggerated when interactions are unpredictable or infrequent. To make trust
work, theoretical studies suggest that we consider:

1) The need for a credible threat of punishment to facilitate cooperation by making compliance with the terms of a transaction
an incentive for gaining access to further transactions

2) The high value of the embedded social network of principals as a source of high quality information [2].
Thus the social groupings from which information is gathered provides an avenue of control and punishment through which

implicit enforcement mechanisms can reinforce trusting decisions. In effect, this is trust as social capital [1]. Because devices
in networked environments are operated by numerous individuals and organisations that may have conflicting beliefs, desires and
intentions, they necessarily have incomplete information about one another. In economic theory, signalling games are used to
assess these classes of interactions. They are a class of dynamic games of incomplete information, and assess the management
of interaction when principals are unaware of the utility functions of prospective participants. This corresponds to the limited
knowledge of principals in the beliefs, desires, and goals of prospective participants when pursing an interaction [4].

To tackle the issues raised in this paper, our work address the problems in two parts. The first is an investigation of the
components of the trust life-cycle, looking at the application of signalling and cheap talk games to evaluation of trust. We
focus on creating incentive mechanisms that encourage the emergence proactive self organisation in order to manage information
collection and to segregate malicious trustees. This process is aimed at providing endogenous incentives for faithful cooperation.
The second focus of this work is the creation of a middleware system that is able to deal with issues of heterogeneity and
information uncertainty that are present in ubiquitous environments.

IV. T HE ADAM ARCHITECTURE AND CONCLUDING REMARKS

In the absence of centralisation, network resources are forced to make trusting decisions locally, in the light of information
that they themselves can gather. To facilitate this, we present an Autonomic Distributed Authorisation Middleware (ADAM).
ADAM is aimed at providing distributed and automatic knowledge acquisition and processing in the management of resource
manipulation [6]. To deal with the scale of the environment without substantial user intervention, ADAM is constructed of semi-
autonomous agents, each acting to safeguard its assigned resources based on its local policy (that must, in turn be representative
of the wishes of the end user). ADAM focuses on authorising actions based on the perceived level of threat a prospective trustee
poses upon a resource if their requested actions are permitted. To operate with the uncertainties of incomplete and imperfect
information, agents dynamically organise themselves into cooperative, distributed, communities that mediate between users and
devices (trustees) and network resources (principals). These communities are relied upon to gather evidence about the likelihood
of trustees adhering to the policies of principals and collectively segregate misbehaving trustees. To reduce the complexity of
decision making, a fuzzy policy manager is used to analyse the threats trustees pose, based on evidence gathered and local policy.

This paper has moved from an analysis of the inherent problems of security in ubiquitous systems, through to a brief outline of a
solution that recognises the inherent uncertainties in these systems and works by allowing reasoning to continue in their presence
rather than in seeking to impose a spurious yet dangerously desirable veneer of certainty over a turbulent and uncertain world.
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